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Introduction

• LLM이�올바른�답을�알고�있지만�거짓말을�함�

Gold�Standard�Answer

Gold�Standard�Answer

Hallucination

Common Misconception



Introduction

• LLM이�정답을�모르기�때문에�거짓말을�하는�것이�아닌데,�

• 어떤�요인이�영향을�끼쳐서�모델이�거짓을�말하게�되었을까?

• 그�요인을�파악하고�제거하면�정답을�말하게�할�수�있지�않을까?



Introduction

Inference-Time�Intervention�(ITI)

• Knowing과�Telling 사이의�격차를�줄이는�방법

• Truthfulness에�대한�높은�linear�probing�accuracy를�보이는�attention�head를�파악함

• Inference�동안,�이러한�truth-correlated�direction을�따라�activation을�이동시킴



Introduction

• LLaMa로�TruthfulQA를�돌릴�시 ITI를�적용하면 32.5%에서 65.1%로�엄청난�성능�향상을�보여줌

• Inference에서�여러�번�모델을�다시�돌리는�방식과�같이�계산�비용이�많이�드는�방식이�아님

• 수백�건�정도의�데이터만이�필요하므로�대규모로�강화학습을�하는�식으로�데이터가�많이�필요하지�않음

• 새로�모델을�다시�만드는�방법도�아님



Inference-Time�Intervention�
for�Eliciting�Truthful�Answers

• LLM의�내부�작동을�이해하기�위한�선행�연구들에서�많은�언어�모델의�activation�space가�inference�동안의�

interpretable�direction을�포함함을�밝힘

• ITI의�기본�아이디어는�올바른�답변과�관련된�activation�space의�방향을�식별한�다음�inference�중에�activation를�

해당�방향으로�이동하는�것임



Inference-Time�Intervention�
for�Eliciting�Truthful�Answers

Setup

• 데이터셋:�TruthfulQA
• 모델이�잘못된�믿음이나�오해를�표출한다면�성능이�저하됨

• 38개�범주(논리적�허위,�음모,�일반적인�혼동�등)의�총�817개의�질문

• 각�질문에는�평균�3.2개의�사실적인�답변,�4.1개의�잘못된�답변이�포함됨�(binary�truthfulness�label)



Inference-Time�Intervention�
for�Eliciting�Truthful�Answers

Setup

• Model�Architecture
• 개별 transformer�layer에는�두�개의�핵심�모듈이�포함됨�->�MHA�(Multi-Head�Attention),�MLP�(Multilayer�

Perceptron)�



Probing�for�Truthfulness

• Where�in�the�network�is�truthfulness�represented?

Inference-Time�Intervention�
for�Eliciting�Truthful�Answers

• Probing:�모델의�중간�activation을�입력으로�사용하여��

classifier�(probe)를�훈련시킴�

• 참이나�거짓의�답변으로�이어지는�attention-head�output�

value을�식별하는�작업임

• TruthfulQA의�각�샘플에�대해�질문과�답변을�연결하여�마지막�

토큰에서�head�activation를�수행하여�각�레이어의�각�헤드가�

벤치마크의�성능과�어떻게�관련되는지�측정함

• 언어�모델이�사실에�해당하는�답변을�뽑아냈을�때�각�헤드와�

레이어들이�얼마나�활성화되었는가를�봄



Probing�for�Truthfulness

• Where�in�the�network�is�truthfulness�represented?

Inference-Time�Intervention�
for�Eliciting�Truthful�Answers

• 가장�높은�정확도는�14�layer의�18th head이며�validation�

accuracy는�83.3%임

• layer�간의 accuracy는�큰�차이가�있음

• 정보는�대부분�초반�및�중간�layer에서�처리되고�각�layer의��

head의�small�portion이�두드러짐



Inference-Time�Intervention�
for�Eliciting�Truthful�Answers

Probing�for�Truthfulness

• Visualizing�the�geometry�of�“truth”�representations

• 사실인�답변을�할�때의�내부�레이어,�헤드의�상태와거짓말을�할�

때의�내부�상태를�비교해보면�확연한�쏠림이�나타나�있음

• 이는�LLM이�내부�상태에서는�사실을�알고�있지만�거짓�답변을�

생성할�수�있음을�보여줌



Inference-Time�Intervention

• Inference�중에�activation를�truthful�direction으로�전환하기�위해�개입한다면�모델이�더욱�진실한�답변을�제공할�가능성이�

커질�것이라는�가정임

Inference-Time�Intervention�
for�Eliciting�Truthful�Answers



Inference-Time�Intervention

• 모든�attention�head에�개입하지�않음

• 이전�실험에서�볼�수�있듯이�attention�head의�subset만이�truthfulness과�밀접한�연관이�있음

• Top-k�head의�result에만�개입함

Inference-Time�Intervention�
for�Eliciting�Truthful�Answers



Inference-Time�Intervention

• 주어진�head의�output에서�activation를�이동하는�데�사용되는�벡터를�결정하는�방법:�Mass�mean�shift

• 참�activation와�거짓�activation의�평균을�계산한�다음�거짓�평균에서�참�평균을�가리키는�벡터를�사용함

• σ :�validation�set에�대한�probe�accuracy를�기준으로�모든�attention�head의�truth-relatedness을�평가하고,�train,�

validation�set�모두의�activation를�사용하여�activation의�표준�편차를�추정함

• ITI에서는�MHA�부분을�대체함

Inference-Time�Intervention�
for�Eliciting�Truthful�Answers



Comparison�with�baselines�that�utilize�5%�of�TruthfulQA to�make�LLaMA-7B�more�truthful

Experiment



Experiment

Comparison�with�instruction�finetuned�baselines



Results�Across�TruthfulQA Categories

Experiment



Conclusion

• LLM의�truthfulness을�향상시키기�위한��Inference-Time�Intervention�(ITI)를�제안함

• ITI는�제한된�수의�attention�head에서�일련의�방향을�따라�inference�중에�모델�activation를�이동하는�방식임

• TruthfulQA 벤치마크에서�LLaMA 모델의�성능을�32.5%에서�65.1%로�크게�향상�시킴

• LLM이�표면적으로는�거짓을�생성하더라도�truthfulness에�대한�internal�representation을�가질�수�있음을�시사함





• Hallucination�문제를�해결하기�위한�기존의�접근�방식�(모델�아키텍처�수정,�추가�데이터�수집)은�기존에�

존재하는�모델을�활용하는�측면에서�효율적이지�않음

• 본�논문에서는�LM의�output과�생성프로세스의�가이드�역할을�하는�text�critic�classifier의�output을�결합하는�

Critic-driven�decoding�approach를�제안함

• LM의�아키텍처를�변경할�필요가�없고�추가적인�데이터의�학습이�필요하지�않기�때문에�기존에�존재하는�모델에�쉽게�

결합�가능함

Introduction



Critic-driven�decoding

• Data-to-Text�generation

• Additional�Text�Generation�Critic�c

• 생성된�텍스트와�입력�데이터�representation�간의�match를�평가함

• Critic:�binary�variable�->�텍스트가�입력�텍스트와�일치하면�1,�아니면�0



Training�
a�text�generation�critic

• 텍스트�생성�시�생성된�텍스트가�입력�데이터와�일치하는�지를�측정함

• Backbone:�LM의�인코더

• negative�example은�다음의�다섯�가지�방법을�사용하여�생성함

1. base:�각각의�positive�example에�대해�마지막�토큰을�랜덤�토큰으로�대체�/�train�set을�더욱�어렵게�

구성하기�위해�토큰은�동일한�데이터에�대한�다른�텍스트나�데이터셋의�다른�랜덤�문장에서�샘플링함

2.�base�with�full�sentences:�데이터셋의�랜덤�문장으로�대체

3.�vanilla�LM:�LM을�통해�가장�다음�토큰의�가능성이�높은�5개의�토큰에서�랜덤으로�토큰을�선택하여�구성함

4.�fine-tuned�LM:�해당�벤치마크를�fine-tuning한�모델을�사용하여�랜덤�토큰을�선택함

5.�fine-tuned�LM�with�full�sentences



Experimental�evaluation

Classification performance



Experimental�evaluation

Results�of�automatic�evaluation�on�the�WebNLG test�set

Results�of�automatic�evaluation�on�the�OpenDialKG test�set



Experimental�evaluation

Results�of�manual�evaluation�

Analysis�of�introduced�changes�



Conclusion

• Data-to-Text�generation�작업에서�hallucination을�완화하기�위한�새로운�critic-driven�decoding�approach를�

소개함

• Classifier의 output을�사용하여�기존의�LM을�수정하지�않고도�생성�프로세스에�개입할�수�있음

• WebNLG과�OpenDialKG의�실험�결과는�제안된�방법이�텍스트�생성�성능을�방해하지�않고�hallucination을�완화할�

가능성이�있음을�보여줌



Thank�You


