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0. Abstract

Y& &SRLHF) 2 Al & JHXl 27, reward-based? reward-freedt JU=0l, PPOL}
DPOJ}I 2t £]2 (HEHQI HHE S otLte.

- Reward-Based - e.g. PPO (Proximal Policy Optimization)

- Reward-Free - e.g. DPO (Direct Performance Optimization)

Q1. DPO= PPO L} &8 5+J}? Is DPO truly superior to PPO?
Q2. 9 PPO= OtFtLIS! BIXIOIF0A &S 61Xl E6H=I+? Why does PPO perform poorly on
Academic Benchmarks?

N
1. DPO= Z2E2& Q! St EME
a. DPO2 2eZE A=W LSt OIS & ZEH AR
2. PPOZS| LLM Fine-tuning 8 X| & 3t& /&t Critical Factor 2
a. PPOOi CHst SEX0 B
= PPO= [C}EZ alignment methodsS= 25 SJI & challenging code competitions 0l 5/ SOTA
I =

a
©
=
I
<]
c
[
=
2o
=
i)
o
£
<
o3
=3
£
3

_

Copyright © 2023 Natural Language Proces:




1. Introduction

HUAHHE2E LLMS 20ist s8SS &Nl H&E6tJ| {8 human preferencel
alignot= 2 S
= Fine-Tuning2| & & Q| steps
1. SFT Supervised Fine-tuning€ S5t HIO|AZE =
2. RLHF Reinforcement Learning from Human FeedbackE S8t R 29| &

a. Reward-Based
1. PPO
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b. Reward-Free
2. DPO, RRHF, PRO
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1. Introduction

Academic Benchmark0jl Al DPOJ} PPOELCH (H &
=

o2 St= &

1. RLHF domain0il 5 DPOJ} PPOE L} & &H}?
2. RLHF YIX|0I30M PPOS 50| &3 == JA=I1?

0|2 A (Theoretical) & & & & (Empirical) &4

&I &
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1. Introduction

Ol2H & 38X 24

1) DPO= out-of-distribution responses X 2| &HE Soll biased solutionES L= 3 &
- DPO performance0O| 2 & output & preference dataset AF0|2| dist'N shifte 2 &S
Hie X
Ablation &1 32

2) PPOS SR8t ¢112|8 &8 A 4
- Advantage normalization, large batch size, exponential moving average

Ciest g2 S8t findings 235
3) PPO= 11E3S| DPOE S)Iol= ds2 2¢

- Dialogue generation task, Code Completion task



2. Related Work

RLHF: 01212 US T & BtHGID| ol o172t I =8 DBt 43St
- Reward-based
- Reward Model2 Preference datalil &
- 85E Reward Model2 PPO2I Z2 RL Z3tsis 2.1c2lS0l reward
signal2 BUS
- Reward-free
- LLMZ preference datalil HIZ &&SAIZIHUL human preferenceE
distillGlJ| ¥ &t data ranking
- I EF2 HEHAE 209l DPO

Academic BenchmarkOlAl DPO «— Chat-GPT, Claude® &0 4&Z=0l
applicationS2 PPO J| Bt



3. Preliminary

a) Language Model 0| 2!
. 0101 22 S 5L Policy 22 To(Y | X)

- user instruction XE &5 2 U= [l text response y&

o (y | %) = [ [ mo (e | %, y<t), (1)

t
- prompt x8 2FUS [ auto-regressivest LAIOZ HHy

=13
=

A=



3. Preliminary

b) SFT Supervised Fine-Tuning
- 2 alignment2 x| S|
c) RLHF Reinforcement Learning from Human Preference
- SFTOIA O LtOIJ} alignmentdte= S
- Otci &l obiectiveE =0l &lot= &4
—_ Blog mo(y | x)
Tret (Y | X)

Jr(ﬂ'e) = IEXNPdata,YNWO T(X7Y)

2)

- r: reward function

- mref: Kullback-Leibler Divergence 2} & |l m0E regularizedt=0 A& &=
reference model

- PB:regularization & 7#3t2| degreeE L &Eol= &+



mo(y | x)

7Tref(y | X) .
(2)

3. Preliminary Jr(m9) = Ex~pyara,y~ms |T(X,y) — Blog

c-i) PPO Proximal Policy Optimization
1. Reward model Training
a. r(x,y)Jt TOXIX LyCte reward model ry € R 22 rE ZHWMNOLE
i. human-annotated data D = {(X,yw,¥1)}2 &t&
i. yJty2C0 L2 88 &8
exp (T¢ (X7 yw))
exp (7¢(X, yw)) + exp (1 (X, y1))
=0 (re(X, Yuw) — T6(X,¥1)) - 3)

b. ¢ Z& 2 negative-log-likelihood2 XA 3 WHE S XH

P¢(Yw ~ Y | X) ==

Lr(rg) = —Ex,y..y1)~D 1080 (T4 (X, Yw) — T¢(X,¥1))]



3. Preliminary

c-i) PPO Proximal Policy Optimization
2. 22/policy n6 &&: RLHF2| Objective2 =} 3} (maximize) &l & &
- Ol g, (mg) — Ir, (79)

mo(y | x)

7Tref(y | X) .
(2)

J”' (ﬂ-e) = ]EprdataayNﬂ-O r(x7 y) T IB log




. e mo(y | x)
Jr(m0) = Exmpyuen.y~me |T(X,y) — Blo :
3. Preliminary (70) Paata ¥ ~To [ (x,y) = Blog -~
(2)
c-ii) DPO Direct Policy Optimization
1. Reward Model? &5 WA Q10| 2HI2 Z2/policy m6E preference datalil
EEAY
a 7 ( |x)—i7r (v | x) ex (lr(x )) (5)
y - Z(X) ref y p ,8 7y )
. mo(y | x)
b. Ts(x,y)=plog et (3 130 + C(x). (6)
Loro(me) = —E(x,y,,y1)~D (7)

) [logff (ﬁ (log QZf(yywwH);)) e QZf(ylel)j)))] |




3. Preliminary

[’R(Tﬁb) — _]E(X,yw,}’l)ND [log 0'(7“¢(X, yw) — ’T'¢(X, YI))]

(4)
Jr(ﬂ-e) — ]Eprd ta,yY ~To [T(X,y) — Blog 7T9(y | X) ] :
Y 7"-ref(y | X)
(2)
EDPO(T‘-O) — _E(x,yw,yl)N’D (7)

[loga (5 (l"g iiffy‘"w'fi) e Zif?yi'fl))))] |



4. DPOZS| St

“DPO= PPOELH ANUIAl &2 =X ALCH"

1) OI2X &4 — DPO training Objectivelt Z&i & 0|+#-DP0O2| StH A
2) Synthetic Scenario=2 S¢&t & 8 & 3 — DPO= out-of-dist’'N datall| F <&t

3) & Xl preference dataset0Ofl & & — DPO performanceE & A|I2|= 2H




4.DPO2| stH- OIER” =4

- PPOJI st& & Reward-Model2] #IH A HE =2 J&S 20 2R outputl =2 0|1N=
80l A= 22 EN

- DPO+= Reward-ModelingS Ct&HXICH, HI=<8t 2Bt 2ROt EMNE

- Otie HAIE Ecl= 9 DPOJL PPORELE S4etXl dHollF=E =22 #HaHQ HAEs &
“PPOZ &0 policySE2 25 DPOZ MAE policyS2 MR 2&&0ICH”
— 2 E PPOZ &0l solution® DPO objective® minimizestC}
— Reward Model S/ Z &S0/ 0/Z20/H4 Z& PP0S solutionE2 DPOE SoHAr T8 +

At

— HE0{,DPO= FIIE2=Z out-of-distribution dataZ Soll 22 =& solutionES
Z0tA human preference2t &0| & & reference policy2Z52H 3N € HE 4 UCt.
Theorem 4.1. Given a ground-truth reward r and a prefer-
ence dataset D, let llppo be the class of policies induced
by training reward model r4 over D and running PPO to
optimize J,,(0). Let Ilppo be the class of policies induced
by minimizing DPO objective Eq. (7). We have the following
conclusion: llppo is a proper subset of IIppo.
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4.DPOS & H- OIEX =4

Action | y1 Y2 y3
Tpof 0.5 0.5 0

Dpret | {(yw =y1,¥1 =¥2)} PO B A A

Rl &t
m™po | 0.1 0.0 09— p*(')hc“"g o

TPPO 1 0 0

Table 1. A state-less counter-example with three actions when
DPO can minimize the loss but produce an unexpected policy.
PPO will not produce mppo because mre¢ enforces the probability
of outputting y3 is zero.
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4.DPO2| stH- OIER” =4

Reward Misspecification Issue; 2 38t&0AH 220 5t= LE2Z align0l =Xl &=

s Al RI0I2 Preference dataset2 LS & Dist'N g <
PPO2 A<, 8'&E Reward Model 0] Out-of-DistN MESWH 2 B8 == A0|
Mot &
DPO= Reward Model training= I3} X| 0, C}& LA © 2 00D M E 0l Misspecification
g S| 1 = R
- DPO:= unseen responseE H(l|ol= BHEE 28 MHE = AUS
- 0|2 &2l, PPO= preference dataset® X 0| 2|0l & prompt-only data & 10|
CHoll &8 SHE S8 = US
— Training A0 A 24 & 24 =Z=0| KL-DivergenceE &8t FIIH 0l
regularizationS N3 & &+ U



4. DPOZ| &t} - Synthetic ScenarioS S8t &8 X A3

Preference Dataset Optimal Policy

- .-
é:'-- 5" * - y=:Input/Prompt
8"“ - S~ 0.6
3 =P - x3%:Response Y
, R - ———— - policy & reward model MLPZ £ 2 &
Response y Response y

Tref (¥ | X) mpro(y | x) I

- input: one-hot vector

NSS4 0.13 0.12 0.11 0.11 0.12 0.12 0.12 BSR4 0.15 022 019 0.02 0.00 0.03 0.02
X - 0.12 -0.18 0.12 0.12 0.11 0.11 012 012 >xX - P .'013"1_ 27 0.01 )/ C 2
E 012 013888 0.12 012 011 0.11 0.12 E B .01 0.02 o.zso.zx@o 15 0.01 0.0¢ - out ut. a i_" Cl-H:' 0." EH 3'.
R 012 0.12 012013 012 011 220 JEFYENE 0.0: 0.04[BEFd0.11 0.10 @23 06 p . [— - —
%., 0.11 0.11 0.12 013013 >-:,:ll. |
Ve O.11 0.11 0.12 0.12 Olzm = . Ido t,N
g o 0.12 0.11 0.12 0.12 0.12 Ol?m E‘ o categorlca IS
~ 0.13 012 0.11 0.11 0.12 0.12 0.13 by ~ 0.02 0.01 0.02 0.02
o 1 2 3 a s 6 7 o 1 2 3 4 5 6 7 x| X Ck [ - EH Dl,ﬁ d- Io
Response y Response y = x f = | H:l =T | -| Iagona =

mpro(y | x) Learned Reward Model

OlRHE €3

o o
>xX o~ >xX -
- -
Q. ~ Q. ~
5 - 5 -
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4. DPO2| &t} - Synthetic Scenario2 S&t A&8X 2ZE

Preference Dataset Optimal Policy

: » - DPO & &'&¢& Reward Model2 Preference
.. Dataset2| Out-of-Dist'N &2 S0l CH5I0d
0s 52 22 2. “Reward Misspecification”
oz - DPO_J A2, reference model 2C} &2

= 2 Jisd £

Input/Prompt
Input/Prompt x
76 5 4 3 210

Response y

Tres (¥ | X) : TDP n( “V - - |'0:| PPO._ I_,I-O % UHﬁ% & Optimal

2 [ TR - policyE S8
5 - [ . S - - 2 M Reward ModelO| misspecification
b - 1 0.11 0.12 0.13 "Bl 0.13 0.12%0.11 = -
2 - [ ] = - SHIE AAE0 T, PPOJF reference
015 012 011 011 012 012 015 CRCIEN B o , model 1} 2| KL-Regularization2 S ol
% ° ' aes;onse; ° ° l;es:)onse; ’ %il‘ AIQE' '+‘ 90!%
g mero(y | x) Learned Reward Model
| :=- g~ = DPO= Out-of-DistN E§HEE B 0Hct= BHEE
g - g . = =
] <- S- policyE M 45t= J&0| US
- g — 0l= 0|5 SJIet SS =g = US

Response y Response y




4. DPO2| &t} - &l Ml Preference Dataset(j| & &

DPO AS0f Y&k )& otst =D} X factor 24
- Base Model & Preference Data
g dAl
- GIOIE 4! SafeRLHF......... Preference & (x,y.,y,, |,
I

4 bub,)
o |, - helpfulness & safetyE J|E2 2 &t y1,y201| Oist 8
b, b,:y.,y,0ll CHEt binary safety 2t (positive or negative)
— Objective: LHE M4 0l AN A helpfulness 2L} safetyE SHAISIESE LLM &&
- & Y 25 safe2d D= helpfulnessO & &H5%, 11 2= safetylil TE
H3T
- i.e. pref==1If) b, b, 25 positive —I, else) I_

- base model2 Alpaca0il train w/SFT = ‘SFT(Alpaca)’



4. DPO2| &t} - &l Ml Preference Dataset(j| & &

Base Model2| &t

- SFT(Alpaca): DPO &= poor | AHelp. * Harm.| SR.1

— J}& : base model2| training data(Alpaca) 2t SFT (Alpaca) | -2.62 1.50 41.6%
PPO 1.69 -12.08  99.5%

lo| & =
preference data(SafeRLHF) 2t2| 22X 0|S + SFT (Safe) 447 1233 99.6%
(distribution shift) 2 2 918t distribution mismatch & DPO 419 097  554%
8 + filter dual-unsafe 2.46 -4.88 80.8%
: - SFT(Safe): SFT(Alpaca)E SafeRLHF + filter dual-safe -2.86 -6.82 95.8%
CIOIEI A2l safe EFBIECI2Z fine-tune DPO Iter.1 -3.22 523 86.7%
- Lo DPO Iter.2 -3.27 8.83  99.7%
= FJI=¢l SFT 0122 DPOE Sall &% DPO Iter.3 326 -1021  99.9%
22X &3t2 Safety Rate 16.4% SHAl DPO Iter4 e B

Preference Data0fl CH &t Sensitivity

- dataset H3HIE SHANE s &S4aS B2

Copyright © 2023 Natural Language Proces:




4. DPO2| &t} - &l Ml Preference Dataset(j| & &

. ) (o) °:|=|:

Preference Data Dist'N2| & & | AHelp.t Harm. | SR 1
-  FIJIEQ! SFT 01212 dist’'N shift 23} &4 SFT (Alpaca) | -2.62 1.50 41.6%
Al PPO 1.69 12.08  99.5%
+ SFT (Safe) 4.47 1233 99.6%

- 3yl P e]l A X| "o}
FIHRel tols =8 ¢ DPO -4.19 -0.97 55.4%
- SFT(Safe)Z MZ22 &t MM & &S + SFT (Safe) -1.62 350  71.8%
8 . + filter dual-unsafe 2.46 -4 .88 80.8%
reward model0| preference labeling + filter dual-safe 2.86 682  95.8%
- [lterative BISHOZ 99| ItE X, DPO Iter.1 -3.22 523 86.7%
£ Jt& 0tXI2+2] DPO model S reference DPO Iter.2 -3.27 -8.83  99.7%
DPO Iter.3 -3.26 1021 99.9%
model2 & X DPO Iter.4 -2.96 11.07  99.9%

= DPO-lter
- PPOS AZ0HE 45 22
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4. DPO2| &t - & Al Preference Dataset(il & &
DPO 45 &4t
- modelll preference datasetAlO|2 X X0 E2 0|2 &3
— i) FIIE QI SFT
ii) noisy8t preference CIOIE A Al
iii) ‘DPO-iter’ - M2 & response M4 & & & & reward model2

S St labeling




5.PP02 32 24

312 key technique
1. Advantage Normalization

a. advantage estimatesZ & 73}
i. advantage function A(a,s): s(state)0ll Al a(action)E F A SM aS2
HoaS O 200l ot #otHU 2ot=Xl =X &t
2. Large batch-size training
3. Exponential Moving AverageE S &t reference model & | 0| E
a. N+ HEH"
i. AIHIE GIOIEIE &6t BtE= J3&E ¥

Ja




5.PP02 32 24

Implementation Al S AHE}
- PPO — DeepSpeed-Chat J| gt
Experiment Setup
- Ablation ¢ 3
- Dialogue 0 3} task — HH-RLHF task
- Base 2&!:Llama2-7B
- IDE MM task — APPS, CodeContest

- Base 2 Z: CodelLlama-34B




5.PP02 32 24

Task | HH-RLHF | APPS | CodeContest
OpenAssaint Intro. Inter. Comp.
Metric | Reward | pass@5 pass@5 pass@5 pass@10 pass@100 pass@1k

SFT | 0.532 | 38.6% 10.1% 3.9% | 0.9% 4.3% 12.0%
baseline PPO 0.706 18.0% 2.4% 1.1% 4.3% 6.0% 7.7%
+ Adv.Norm. 0.716 38.1% 11.4% 4.6% 6.8% 9.4% 15.4%
+ Large.Batch. 0.716 42.3% 14.6% 7.5% 5.1% 12.8% 19.6%
+ Ref. EMA 0.718 44 .4% 18.0% 9.1% 6.8% 13.7% 21.4%

oIr
>
ol
1]

e Baseline PPO= HH-RLHF & CodeContestll A= A= A APPSOHIAE 4
g2

e Large.Batch: JI& H|HEQl 85 A2 2213, S0l DE M4 tasks
e Ref.EMA (Reference 2l EMA ): FIIEQl &= &4, reference model £8F PPO2|

main LLMO{| I & update

a
©
=
@
s}
c
5}
=
2o
=
i)
o
£
<
o3
o
£
3
@
43
s}
2
o
o
o
©
=
>
=
©
]
o4
2
T
z
™
1
S
I
©
=
2
S
a
Q
o




6. Benchmark Z 1} - HH-RLHF

OpenAssistant Tested V.S. Chosen Tested V.S. SFT
Reward Tested Win1T Tie Chosen Win | | Tested Win 1t Tie SFT Win |
RRHF 0.523 28 33 39 29 37 34
PRO 0.529 37 26 37 34 33 33
DPO 0.611 55 21 24 53 31 16
DPO-Iter 0.678 55 18 27 54 33 13
PPO 0.718 57 21 22 58 29 13

Table 4. Results on the HH-RLHEF test set. The evaluation metrics include the OpenAssistant rewards and the win rate of models against
the chosen responses and SFT model outputs. The OpenAssistant reward model is not used during the training process. Note that DPO is
trained on the preference data in the dataset, while Iter. DPO is trained on self-generated responses, using a reward model for labeling.

*LLama2-7B, OpenAssistant Reward Model

= PPO > DPO-Iter > DPO
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6. Benchmark Z 1} - SafeRLHF

LLM | Method | AHelp.+ Harm.| S.R.1

| Beaver | - -6.59 89.6%
SFT 2.26 0.78 46.5%
Llama 1 DPO 2.70 -6.38 93.1 % . -
7B DPOdtes | 279 1186 100.0% = Alignment O|=0ll, DPO2} PPO 25 harmO|
PPO +0.66 -1022  98.6%
P M2 Y MM IS
SFT 2.12 0.00 52.1%
Llama 2 DPO -2.86 -6.82 958% = PPO2 €% 0| H Helpful
7B DPO-Iter -2.96 -11.07  99.9%
PPO +1.69 -12.08  99.5%

Table 6. Results on SafeRLHE. “Beaver” is the officially released
model. “A Help.” denotes helpfulness relative to Beaver. “S.R.”
denotes safety rate. The reported results are based on the official
evaluation model.
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6. BenCh mark Dad _Tll- - Apps Model Method | Intro. Inter. Comp.

GPT-Neo 2.7B SFT 5.6% 0.8% 0.0%
Codex 12B SFT 9.7% 0.5% 0.1%
CodeT5 CodeRL | 16.4% 4.9% 2.8%
AlphaCode 1B 5@lk 14.4% 5.6% 4.6%

Few shot | 10.8% 2.0% 0.8%

= CodelLlama-34BE base model= Code Llama SFT 300% 7.8% 2.8%
7B DPO-Iter | 209%  3.4% 1.3%

AMNEMST SOTA PPO 294%  7.6% = 2.4%
) Fewshot | 23.7%  5.6%  2.1%

= D& 28 sizeOll A DPO-lter)} SFTECH Code Llama SFT 33.7% 8.7% 3.6%
13B DPO-Iter | 33.0% 80%  2.8%

2 4ds2Y PPO | 364% 1147% 4.6%
= PPO= 24 size HEAE A SHAL Fewshot | 32.8%  88%  2.9%
=== HE+S IS Code Llama SFT 38.6% 10.1%  3.9%

34B DPO-Iter | 342% 93%  3.7%

PPO 444%  18.0% 9.1%

Table 7. Results on Apps test set. All the numbers are pass@5
except for AlphaCode. Where “5@ 1k means this model samples
1000 times for each problem and 5 sampled codes that pass the
public test cases (in the problem description) are selected to be
evaluated on hidden test cases.
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6. Benchmark Z 1} - CodeContest

— = PPO= SFT 299 458
Model Method 0561 lestost

10@lk  10@Ik ASHS| SFAFAIR
AlphaCode 9B - | 169%  14.3% => CodelLlama-34B= PP0O2)
- 16.9% 15.6% C202 SOTA D=
AlphaCode41B . justering | 21.0%  164%
=20 E a

DPO 0.0% 0.0% MAMEIK 28
CodeLlama34B oo+ 350 3% ddotkl =
PPO 197%  22.4% = DPO-lter £&t SFT2L 2L}

=8

Table 8. Pass rate on CodeContests dataset. “10@ 1k” means that
1000 samples will be evaluated on public tests in the problem
description, and only 10 of them will be submitted for hidden tests.
We only used Python for solving problems, while AlphaCode
used both Python and C++.

Copyright © 2023 Natural Language Proces:




7. Conclusion

- DPOS ) =4
- DPO&= base model output} preference data 2+2] Distribution shift0] 912
- Iterative DPO Al Al
- PPO Training2| Critical Factor =4
- Advantage normalization, large batch size, Exponential Moving AverageE S &t
Reference 2 & | 0IE
- Ch28t taskOl A2 PPOS| RES| =2 4SS
- CodeCompetition HIA 30l SOTA
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0. Abstract

Slang =04
- LAl CH3 & online 2&0ICIHWHIA &6l AISE
- HYUBIA WO & public benchmark2| £
= A3} XY Movie SubtitlesE 2 S0l Evaluation & Fine-tuning2 | 8t Dataset
75
1) Slang Detection
2) 2F0UAMS slang0fl CHet XIS E & SAHE EX A IHe}




: : . Good choice, that jacket is excellent. ;(
1 i I ntrOd UCtIo n 1 Stang detecton Good choice, that jacket is blazing.

Wi
N
*

2. Slang source Good choice, that jacket is blazing. ol
identification G T .

- LLMS| Slang0il CHSt XA 25 Voo W0 T fasi s ook
) Slanggl %9’5‘ Figure 1: Overview of tasks used to probe knowledge
- A=lE FMdS UEHE e.g. LIOI, Y, ofslangin LLMs.
- ‘blazing’: US; ‘Something Excellent’, UK; “Anger”
= 0/2{&t Slang S LM T =+06tL,slangilt ZeE LLM 1= HS
- 59l =2 &clElY public dataset =
= ‘OpenSubtitles’ corpus J|8t2 2 publicly accessible dataset 25
i) LLM2| Slang 2H& s
ii) task-classification - 2& 0| A2 slang0l CH8 XIE X & AN HFMAH OH
iii) Semantic Knowledge of slang in LLMs to understand the difference in
the representation of slang versus conventional language use
HSHOl A0l ALE 1t Slang2| Xt0|E OIoHE = U= Slangll TSt 20| H
N

!
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1. Introduction - Contributions

1. &3 X2l AFE2E human-annotated €| SlangS X &St publicly
accessible dataset
a. Novelty - J|Z0 1E publi

ic @2 Jl=s8t Slang benchmark Al 2
2. LLMZS| Slang && XI&/0| CHst A

[ — T,
st Bt




2. Related Work

Deep Learning for Slang

Detection, generation, interpretation, predicting word formations of slang
— Slang?] |0l 52 = A0 oldS

Probing Knowledges in LLMs

LLMs on their knowledge of non-standard language
- e.g. metaphors, linguistic anomalies
S Dt Xl probing framework
i) Behavioral Probing: R At inputQil CHist 0| REO CIE #S 224
ii) Edge Probing: 1A EQ| HASt HR(f U= 2= E2Y H&E H6IH dIoIE=2

VERII

= Behavioral Probing for LLM’s confidence in predicting slang usage
- &2 Y0 AHZ25 = Slangl literal token2| LM & & H| 1

= Edge Probing for Slang detection & Slang Source Identification
- LLMSY S0 ALS1 I2SHE A FAH-0 CHet XA



3. Data

Open-Sub Slang Dataset

(OpenSub-Slang)

Table 1: Summary of datasets for slang in NLP and the availability of important features for a comprehensive
benchmark. We contribute a new resource (OpenSub-Slang) that captures all desirable features.

Slang detection and probing Slang source identification Publically
Dataset Slang-containing Non-slang Word-level ~Community of Time of  pccessible
sentences  sentences paraphases emergence emergence
Urban Dictionary vd X X X X v
The Online Slang e X v X X X
Dictionary (OSD)
2 Green’s Dictionary v X X v v X
B of Slang (GDoS)
?:; Reddit Glossaries X X X v X v
E (Lucy and Bamman, 2021)
g Indonesian Colloquialism X X v X X v
& (Wibowo et al., 2021)
é} OpenSubtitles-Slang v v v v v v




4. Experiments - Models

Models
- BERT- like models
- BERT(bert-large-cased), RoBERTa(roberta-large), XLNet(xInet-large-cased)

- GPT models
-  GPT-3(text-davinci-002),GPT-3.5(gpt-3.5-turbo-0613),
GPT-4(gpt-4-1106-preview)




4. Experiments - Slang Detection

Task

- £ Ql slang detection EHIA 3

- 342 Bert-like masked-language models

- zero-shot & fine-tune & GPT 22 &

- zero-shot; GPTS| LHTHE X4 E61)| |18

- 2&-9: binary classification

-slang Z & 0| + L&A 20
- CHO{-E+S): sequence tagging task (S2) Good choice, that jacket is excellent.

(S1) Good choice, that jacket is blazing.

- slang®! & 01 0fl slang label, 12/= null




4. Experiments - Slang Detection (a) Sentence-Level detection

Model P R F1

BERT 80.1 833 81.6

Results RoBERTa 81.3 875 842

- OpenSubtitles-Slang dataset?] ZZ S0 LNt 675 645 646

GPT-3 zero-shot 90.0 744 814

slang detection 2 GPT-3.5 zero-shot  87.5 80.8 84.0

GPT-4 zero-shot 882 80.9 84.4

- BERT, RoBERTa >> XL-Net GPT-3.5 finetuned  84.3 968 90.1
- fine-tuned GPT-3.5 >> BERT-like

(b) Word-Level detection

- fine-tuned BERT, RoBERTa >= zero-shot GPT Model P R Fl

BN "D o] = BERT 755 625 683

AW R= merdiEe & RoBERTa 749 682 714

- Word-Level: GPT-finetuned >> GPT zero-shot XL-Net 624 433 510

GPT-3 zero-shot 492 599 540

models GPT-3.5 zero-shot  57.6 732 64.5

GPT-4 zero-shot 604 68.2 64.1

= = 2 5l 2
GPT model£0| slangE detectdl= 2l 5 fsed]. FAE B8 R

XAS0l O HXISH GPTESH O U2 452
or s ] Table 2: Slang detection results of LLMs shown in
FIH Al fine-tuning #30| 2R precision (P), recall (R), and F1 Scores (F1).
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4. Experiments - Slang Detection

I US-sent Il UK-sent 1 US-word B UK-word
100 ............................................................................................................................................

BERT RoBERTa XL-Net GPT-3 GPT-3.5 GPT-4 GPT-3.5
Zeroshot Zeroshot Zeroshot  Finetuned

o]
o

Results
- A= UKQ slangO| 0I=2Ch
O = 240l oo 2ES
- =0 Z= 45 10l

F1 Score
N ey ()]

o o o o
]
—
T — |

]
= |
|
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Figure 2: Slang detection performance by region.
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4. Experiments - Slang Source Identification

Task

LLMS| slang?| I SHE AN HXAH &ed XA &7 — text classification task =2

i i |

SlangS Z&et 2&2 =1 220 oS Slang2] & & S classifyotH S ot =

task

P 2=
SHUAH UM P SHEN AXS 2O0tH=0 =0 It salient
featurect®, S22} 20| =0 Jl maskE AR 8 XNol EOHE AsS B3
Bt random S0 mask8t A2 13 E 9 A= XHol= B0IX 22A

—_ L,

(S1) Good choice, that jacket is blazing.
(S2) Good choice, that jacket is [MASK].

(S3) Good [MASK], that jacket is blazing.
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(a) OpenSubtitles-Slang - Region

B Original I Masked content
0./ HEE Masked slang - Random

i
~

Classification accuracy
o
o

0.5t
0.4
0.3
Zeroshot Zeroshot Zeroshot Fnetuned
’ v
(c) Green’s Dictionary of Slang - Age
0.35
W Original N Masked content
BN Masked slang Random
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8
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0.10
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(b) Green’s Dictionary of Slang - Region

0.9
W Original BN Masked content
W Masked slang Random
>0.8
v
e
-
v
® 0.7
c
o
S0.6
E
w
=
005! . L
0.4
RoBERTa GPT-4 GPT-3.5
Zeroshot Zeroshot Zeroshot Finetuned

Salient feature
= GPT= slangO0| salient feature (0)
- 50| GPT-30|A= Ho|l 2458

= gt3 BERT= slangOl salient feature (X)
Slang0| mask& @HL+} Random wordO|
mask2 MLt U8 ds Mot - S0
AR XA 45 Motg 223
Slang0| mask@ [ 23le] 45 4s=
d2= &M - BERT 22 S22 25/d
slangO| &t HIEl1) LIAOF 282 <ol o
Ealg Ot



4. Experiments - Model Interpretation

240| Slang0fl Ci&t == 0|6l Z ot=Al Tmean = %
- slangt 10| ’5*%6}& paraphrase token2| & & H| v
- 8% embedding 24 .S
Task T'median — medlanic_i
- model2 slang AtE 0l Cli &t predictive confidence
Metrics
slangt 119 literal counterpart® predictive confidence HIWE ¢S &

2l metric
-let) S...i M 2&2 slanglll XIZE A2 &E
L..i¢ W EZ2 literal counterpartlil XIZF&E ANHZ2L &8

(S1) Good choice, that jacket is blazing.

(82) Good choice, that jacket is excellent.
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4. Experiments - Model Interpretation

= Q8% HE= Slangllt Literal Token2
likelihood ratio
= BERT, RoBERTa, XL-Net, GPT-3 25
median ratio > mean ratio
— W2 slangS0l  CHAH

confidentd} X| Bt =K subset2
slangS 0l Tioll& XI&0| £F

_ Zz Si S;

1~

L;

1y
FS

Bl Mean e Literal baseline
Il Median

o o o oy =
IS o © (=) N

Relative likelihood (slang / literal)
ot
N

o
o

(4.24e-05)
Model (Absolute mean likelihood on slang)

(0.00555) (0.000642) (0.014)

Figure 5: Likelihood ratios between samples of corre-
sponding slang and literal tokens.
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4. Experiments - Model Interpretation

= 2Z = US & UKY Median Ratio
= BERT, RoBERTa, XL-Net, GPT-3
P&

US median ratio > UK median ratio

—US slangE2 d4dol=I UK
Slang2 MHAol=AE0 M
confident

_ Zz Si Si

— »  Tmedian = Mmedian;
Zi L; »Ci

N
w

Bl Median-US
Il Median-UK
-------- Literal baseline

™
o

e
w

¢
(=]

Relative likelihood (slang / literal)
=]
w

o
=)

BERT XL-Net
US: 1.75e-05 US: 0.00416 US: 0.000743 US: 0.0167
UK: 5.15e-05 UK: 0.00606 UK: 0.000606 UK: 0.0131

Model (Absolute mean likelihood on slang)

Figure 6: Median ratios across sentences from different
regions.



5. Conclusion

= HOl GPT 22 S0| BERTI|EIS REE B} Slang 28 XIAES O ROl X1 US
i) SH A slang 2E s80| 0 HOAE
ii) slang2 AICH/XIY RAE O H&SHA metst
iii) Better predicting slang usages relative to their literal counterparts
*0ldd8t GPTE <=RfHE =2+06tl, Y220l Slang2 SEE AE EHEZ
encodingCt= SHe 22X &
d=2 Slang & O =20 LI slangS0l 220 O & d5= 22 — data
2o Jolcz FHE
= GPT= BERTZ2 € &1t H| =&t bias & processing of slang
= GPT modelS0| 2ME =0 AMEQ SHEH FNMdss O & It
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