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Machine Unlearning
LLMOIA ‘L& E 22I"E &SiAlFIT] I8t T

T

Sensitive, Private, or Copyrighted HIOIEIE Zelst [HEFC| HIOIEZE stsEl LLM

- HMECE 22|&2l O|#E EHELCE £+ US

3/25



Introduction
UNITED STATES DISTRICT COURT
o New York TimesOlAl OpenAl=S &HE A& Xidst SOUTHERN DISTRICT OF NEW YORK
o LLM =2 Al TimesQ| 2848t JHO| JIALS AIZSt £0) THE NEW YORK TINES COMPAXY
Plaintiff, Civil Action No.
o Ol A52 LLM JHENIM XEHE Eolicl=s S0t 2XHIE 2Xet v

MICROSOFT CORPORATION, OPENAL INC., COMPLAINT

OPENAI LP, OPENAI GP, LLC, OPENAL, LLC,
OPENAI OPCO LLC, OPENAI GLOBAL LLC, JURY TRIAL DEMANDED
OAI CORPORATION, LLC, and OPENAI

HOLDINGS, LLC,

Defendants.

Plaintiff The New York Times Company (“The Times”), by its attorneys Susman Godfrey
LLP and Rothwell, Figg, Ernst & Manbeck, P.C., for its complaint against Defendants Microsoft
Corporation (“Microsoft”) and OpenAl, Inc., OpenAl LP, OpenAl GP LLC, OpenAl LLC, OpenAl
OpCo LLC, OpenAl Global LLC, OAI Corporation, LLC, OpenAl Holdings, LLC, (collectively

“OpenAl” and, with Microsoft, “Defendants”), alleges as follows:
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Intfroduction

o Olddst HA0|1 2202l 2XMIE cHZGH)| 2loll, BPEHIM EF HIOIEIZ KMIHSH QIOIEIJF 85 S| K| &2 2K E
RSSIEE St DRI0| TS we
......... '_rfcflp_"jg _D_{l:ijk:l_ sy sz Trained Model
Remaining Data Unlearned Data ¥
: v Training
i [ ] b———
N e T L e i e T o ; Machine
Retraining Unlearning
@ <“—As same as possible—>
Retrained model Unlearned Model

o Fine-tuning HIOIEA0l= LHIEOZ 10° 0l6te] E20| X ELIXIE, Pre-training2 102 =g
o ZINOE LM M&S2 HISIEHE - Machine Unlearning
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Intfroduction

= =F9| Contribution

@)

LLMC| unlearningZ 2IoH 7IEXIC] S0l CHet SEFA QI THAAT S MIAl

Ol ARE2 B2 2018 &2 HIOIHAICZ &&6HKIE &2 ==0IM= arXiv, books, GitHub codefl 3JHX
CHICIHIA £ZTJHel &30 CHol unlearningS &
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Intfroduction
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Unlearning Methods

o Exact Unlearning: unlearning ER2! HIOIEE NIQIStD Metscl= &E
o Ol=z ERE X0 H=2&CE B0l 2ERSIB=

o &2 ==UA= fine-tuningE AFE8t Approximate Unlearning 2HES Aokt
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Unlearning Methods

Unlearning®l =5

(1) SO MHSID 42 HOIES HHE
(2) SXISITXt 8H= GIOIEIS LOIHAIX LES 6t0] LA
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o OIZ &loll approximate unlearning X3 E
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Unlearning Methods

1. Gradient Ascent (or Negative Gradient)

o (DUIN 5= B &= R Alotd, Qu: = 6w 2 285t1, JI=JI0l -12 =
st

o WiJt LI=2 === HAlol= 28
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Unlearning Methods
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Unlearning Methods

3. Unlearning with Adversarial Samples

MNE

—_ "

o WiJt Ot 8 JIs80l =2 E
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i

a

a; = arg max Pys(a|wy,we, ..., wi—1). (2)
aFw
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Unlearning Methods

4. Gradient Ascent + Descent or KL Divergence on Retained Set

o (Dol F=HI &= AI=2610{ R X HIOIEHME fine-tuningdli= B2 Gradient ascent Jl=1t SEEI0 & &2 B5

XA zoh= oh01EelE &2

0

o [ =~
ASE A

ol gradient descent & KL-divergence constraint method AHEH
o General data: 2HIAQI A =2 H|0|E

T
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Experiments

Settings

o PLMOIM XMZH=0l 2= HIOIEE ’MIHot

o el
IS o

r|r

o Forget Set: XI&IX0F 5t= HIOIE
o Retain Set: XIEI0{0f st= HIOIE]
General Downstream Tasks: 2HtAOI | | MO| A=0| RAILIYUSE LIEHLH= KIE

O

o Yi-6B ZEE A2 (HREE2| LLM2 AIX 28 HIOIHE QE £AZ MISGHKI 20t Forget HIOIEH A £&0] ETtS)
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Experiments

Settings

o Approximate Retrain Baseline
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Experiments

Settings

o Membership Inference Attack (MIA)

o LLMO| EFAOE QI5H DRMNHIM EE ARAATL 2AF 6] 4

o HIHMH (unseen) HIXITI EH (seen) HINIELI £ K2 &2 2= 08Kl B E E&tsli= ZE0| U= SH

o 0OI= ==0| J1E 2 E20| HIE0| =M HIHH WX

o HIHHSIHHO| 28 &HH2 AUC (Area Under Curve)E AIE0101 ZEHO= EIt

o Forget setQ= DEIE HIIE AL MIAJL E%—/.\—E SH AIZAIL 23 HIOIEAN LHOIM 016l A2 JIsSiCl= A2
=

o|0lsh= BtH, 22| == Z1IE LIEHH= 8421 0.50 JMIE 4= unlearning0l 22X 0IUSE H0i=

e b L,
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Experiments

o arXiv paper

Models | Forget Set | Retain Set | Downstream Task Accuracy T
| ACCl PPLt MIA| | ACCt PPL| | MMLU ARC HumanEval GSMSK Avg.
Vanilla Model 69.02 3.65 50.77 | 52.68 9.24 | 63.37 68.49 16.46 3359 4548
Approximate Retrain 68.98 3.69 - - - - - - - -
Gradient Ascent 68.79 370 5028 | 52.66 9.26 | 63.45 68.77 15.85 34.04 45.53
Fine-tuning with Random Labels 68.92 3.69 50.55 | 52.67 9.25 63.37 68.38 14.02 3222 4450
Unlearning with Adversarial Samples 68.87 3.69 50.52 | 52.68 9.25 63.32 68.74 15.24 33.13 45.11
e ; o Books
Gradient Ascent + Descent on retain set
- Descent on in-distribution data 68.87 3.69 50.18 | 52.66 9.26 | 63.32 68.52 15.24 33.74 4521
- Descent on general data 68.81 3.69 5033 | 5293 9.04 | 6340 67.87 15.24 33.13 4491 -
Gradicnt Ascent + KL divergence Models | Forget Set | Retain Set | Downstream Task Accuracy T
- KL on in-distribution data 68.82 3.69 5029 | 52.65 927 | 6340 6857 1524 3389 4528 | ACCY PPLt MIA| | ACCt PPL||MMLU ARC HumanEval GSMSK Avg.
- KL on general data 68.79 370 50.25 | 52.65 9.27 63.27 68.38 15.85 33.81 45.33 Vanilla Model 5526 7.62 7403 | 52.68 9.24 63.37 68.49 16.46 33.59 45.48
Approximate Retrain 50.65 10.11 - - - - - - - -
Gradient Ascent 5247 9.64 5847 | 5245 940 63.32 68.66 16.46 3290 4491
Fine-tuning with Random Labels 519 10.19 63.69 | 5256 939 | 63.05 68.01 16.46 29.64 4429
. M . Unlearning with Adversarial Samples 52.07 10.02 63.60 | 52.59 935 | 63.08 68.18 16.46 3139 4478
o GitHub code repository files = 2
Gradient Ascent + Descent on retain set
- Descent on in-distribution data 50.07 1027 56.39 | 52.34 9.4l 63.08 67.70 17.68 29.80  44.57
- - Descent on general data 5249 1035 69.81 | 52.88 9.06 | 63.33 67.78 16.46 32.83 45.10
| Forget Set | Retain Set | Downstream Task Accuracy 1 - -
Models Gradient Ascent + KL divergence
| ACC} PPLY MIA| | ACCt PPL||MMLU ARC HumanEval GSMB8K Avg. - KL on in-distribution data 5242 1002 64.02 | 5252 935 | 63.50 6880  16.46 3359 4559
Vanilla Model 80.65 240 8193 | 5268 9.24 | 63.37 68.49 16.46 33.59 4548 - KL on general data 5285 971 6261 | 5258 9.31 63.32  68.55 15.24 3298  45.02
Approximate Retrain 7291 342 - - - - - - - -
Gradient Ascent 78.19 353 7428 | 5260 931 63.45 68.40 14.63 35.10 45.40
Fine-tuning with Random Labels 78.00 3.12 8055 | 5250 947 | 6245 67.02 10.98 2949 4248
Unlearning with Adversarial Samples | 75.09 340 79.51 | 52.54 941 | 6236 67.33 9.76 3139 4271
Gradient Ascent + Descent on retain set
- Descent on in-distribution data 76.88 345 76.75 | 5248 9.38 6231 66.77 244 31.01 40.63
- Descent on general data 7879 357 75.61 | 53.03 9.00 63.15 67.62 14.63 33.51 4473
Gradient Ascent + KL divergence
- KL on in-distribution data 78.78 351 76.19 | 5261 931 63.40 68.21 14.63 3495  45.30
- KL on general data 78.68 3.58 7542 | 52.60 9.31 63.32 68.07 14.02 3472 45.03
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Separate the Wheat from the Chaff:
Model Deficiency Unlearning via Parameter-Efficient Module Operation

Xinshuo Hu*, Dongfang Li*, Baotian Hu', Zihao Zheng, Zhenyu Liu, Min Zhang
Harbin Institute of Technology (Shenzhen), Shenzhen, China

{yanshek.woo, crazyofapple, melfeszheng, 1zy1252439718} @ gmail.com,
{hubaotian, zhangmin2021} @hit.edu.cn

AAAI 2024
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Intfroduction
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Intfroduction

Anti-Expert PEMZRIE =l 2HIXS H 461 st 20l REE I =2|H M= SEHE HRE
Anti-Expert PEMQ| 0t Az SE2 RXIGHHAM 28 JIsH =610 MAHE

“There’s some good in the worst of us and some evil in the best of us.”
- Martin Luther King, Jr.
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Intfroduction

o Regular instruction datalll CHoH E& =l Expert PEM1}
untruthful or toxic instruction datalil CHoH 22 =l Anti-
Expert PEME AIE

o General capability: &= PEM2| & representation

o Deficiency capability: Anti-Expert PEMUOIA general
capability=

o OIZH €2 deficiency capabilityE Expert PEMOIA HiiH

truthfulnessot detoxificationgt LLMS2 &2 ¢ U3

o AE2 Y &= H2HAI0| LLMO| 7|12 s 2 22st 2|0l Hol
20l LLMO| truthfulnessilt detoxification2 IO E

Alpaca-GPT4 (Truthfulness)
Truthfu]QA Accuracy ( T )

= -

=Sl (bt S ik S S A ’Bﬁscﬁl’ifc:

40 - ; S

35 = —@— Direct Subtraction
—@— Ext-Sub (Ours)

4 gram Repetltlon( l )

80 - + Direct Sublractlon
~®— Ext-Sub (Ours}
L

40 -

___________________________
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Method

o LoRAHIOIAZ &Elst
o (left) J|E 22 Expert PEMUIA Anti-Expert PEMS HIZ HilH 2= 2RO =Z Anti-Expert PEM2Q| B 0|

SENIK B& L0H2H &
o (right) Extraction-before-Subtraction (Ext-Sub)

— g Expert PEM —_— lE General Capability
— g Anti-expert PEM  ——>» @ - Deficiency Capability
' — B --- ' — .
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Ext-Sub

1. Deficiency Capability Extraction

o General capability

o Expert PEM1 Anti-Expert PEMO|l SR0ot1d Y= HIAE 49|
SS&H2l JIs

o T IJHO| MY =E! #IE A0l DRet ZHU0| ETHSIEE 0I5 S
feature spacez= Eo|at

o General capabilityQl 2¥ef HIE (PEM HIEE £t HIEHE

Hetsto2 )M 3T|ECh= e XS H=)

—_— lE General Capability
———> @ Deficiency Capability
—--» W — .

Algorithm 1: Deficiency Capability Unlearning

Input: basic weight matrix W™, anti-expert weight matrix
W | subtraction weight hyperparameter A
QOutput: new weight matrix W/

1: d < row dimension of W+,

2: fori ¢« ltwddo

3 v,” « Wi, v; « Wi

1 v; "« Nommlilc('v: ) > get unit vector
5 v; < Normalize(v; )

6 vy < v;t 4 U > general capability direction
7: v?l - ¢ Projection of v, onto v;

t> gel the general capability from anti-expert vector

. Pt ot — ay" of e Y TR TR R R
8: Ext(v, ) =v; — v, e deficiency capability
9: v". { vi' A Ext(v; )
10: end for
11: W’ ¢ Stack|v], v, ..., v5]

12: return W/
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— lE General Capability
—_— ' -Deficiency Capability

> W

Ext-Sub

1. Deficiency Capability Extraction

Algorithm 1: Deficiency Capability Unlearning

.r- Input: basic weight matrix W™, anti-expert weight matrix
o General C(]p(]bl|l1'y W | subtraction weight hyperparameter A

o Anti-Expert PEMQ| General capability= HIE| projection2 0“";"" new (‘;f“it‘-’h‘ f““‘“;‘“;:’
l: d < row dimension 0 3

Soll 2= £ US 2: fori ¢« lwddo
L . HHI S o 32 v« WHi|,v; «+ W[i]
o Ol= Anti-Expert PEM HlE{J} General capability BlE 0l 20t A 6t « Normalize(v}) 5 et e
J10i5t=AIE Z80t0 Anti-Expert PEMt 2X[5t= General % U emeor) B
. N 6: v ¢ v + U > general capability direction
CCIpCIbI|I'|'y9_| SZS s 7 vfl - ¢ Projection of v, onto v;

> gel the general capability from anti-expert vector
n|

8: Ext(v, ) =v; — v, e deficiency capability
- v". { vi' A Ext(v; )

10: end for

11: W' ¢ Stack|v], v, ... v}l

12: return W/
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— G | Capabili
Ext-Sub lH eneral Capability
—» W Deficiency Capability

1. Deficiency Capability Extraction

Algorithm 1: Deficiency Capability Unlearning

P r: Input: basic weight matrix W, anti-expert weight matrix
© Def|C|ency C(]p(]bl'l'l'y W | subtraction weight hyperparameter A
QOutput: new weight matrix W/
1: d < row dimension of W,

Expert PEM HIEHUHIA General capability HIEHE 2: fori < ltoddo
32 v« WHi|,v; «+ W[i]
4 v; " < Normalize( v: ) > get unit vector
5 v; < Normalize(v; )
6 vy < v;t v > general capability direction
7 vzl” ¢ Projection of v; onto v

t> gel the general capability from anti-expert vector

8: Ext(v]) = v; v:' 3 & deficiency capability
9: v, < v — A- Ext(v;)

10: end for

11: W' ¢ Stack|v], v, ... v}l

12: return W'
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e lB General Capability

—_— Q Deficiency Capability
p—— ?" — @

Ext-Sub

2. Deficiency Capability Subtraction

Algorithm 1: Deficiency Capability Unlearning

= by Input: basic weight matrix W, anti-expert weight matrix
o Expert PEMUOIA Deficiency feature& W mbieation i Fiynerparameta

Output: new weight matrix W/’

1: d < row dimension of W,
cfori¢ ltoddo
v« W], v; «+ Wi

2
‘ l

1 vt < Nommlizc(v:') > get unit vector
5 v; < Normalize(v; )
6

4

v ¢ U4 MER > general capability direction

112'4 < Projection of v; onto v{
t> gel the general capability from anti-expert vector
8: Ext(v; ) = v, v?'w & deficiency capability
9: v; ¢ v: A-Ext(v;)
—oend 1or
11: W'« Stack|vy,vs,. ... vyl
12: return W'
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(]
Experiments
Multi-Choice Free-Generation
mcl mc2  bleunace rougel acc true(%) true&info(%)
Alpaca-GPT4 &
Expert &+ 333 528 43.1 48.1 31.3 31.2
Anti-expert &~ 258 445 26.7 279 8.1 8.0
Brol- (A =02) 335 527 45.5 47.0 32.3 31.8
B+ cEzt(B-) (A=1.0) (Ours) 350 542 452 47.1 337 33.5
B+ oEzt(E-) (A =2.0) (Ours) 360 552 46.4 49.2 34.6 34.4
L]
Untruthfulness Unlea rning Bto®- (A=02) 337 527 437 46.4 31.6 31.3
B+ cEzt(¥) (A=1.0) (Ours) 36.1 553 48.6 50.1 349 34.8
WizardLM &
Expert i+ 313 499 393 40.5 25.0 24.8
o LLaMA-7B Anti-expert &~ 259 451 274 28.3 8.0 8.0
. R Brol (A =02) 324 500 39.5 41.6 24.8 245
o Alpaca-GPT4 and WizardLM - ChatGPTZ HZl SE d&d ©+ oEzt(8°) (A\=10)Qus) 327 509 384 409 247 247
&+ oEzt(¥ ) (A =06) (Ours) 322 50.6 40.1 41.9 255 25.2
o TruthfulQA and HaluEval BB (A =02) 321 499 399 405 233 232
&+ oExt(E-) (A\=1.0) (Ours) 339 516 39.4 39.2 22.8 22.4
o Truthfulness and informativeness » ChatGPT= EJ}
QA Summary
Alpaca-GPT4

Expert &+ 69.0 474

Anti-expert &~ 63.8 45.6

BroB-(A=02) 706  49.6

B+ oEzt(E-) (A= 1.0) (Ours) 70.3 48.1
Bt cExzt( 8-) (A =2.0) (Ours) 722 493

WizardLM &
Expert &+ 75.8 475
Anti-expert &~ 65.6 445
Bto® (A =02) 775 498

Bt oExt(¥) (A= 1.0) (Ours) 792 48.5
Bt oEzt(¥) (A= 0.6) (Ours) 77.9 48.1

27/25



Experiments

Toxicity Unlearning

Score| % |
Anti-expert €~ 586 49.0
Expert @+ 164 125
Bto@®@ A=04) 135 100

Bt oExt(&~ ) (A=1.0) Ours) .126 9.0
@t oExt(®~ ) (A =20) (Ours) .108 6.0

Expert &1 207 145
Bt o@®- (A=0.2) 201  16.0
B+ oFzt(@~ ) (A=1.0)(Ours) .195 135
&t oEzt(@~ )(A=1.4) (Ours) 169  10.5
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Experiments

Compositional Unlearning

TruthfulQA HaluEval Toxicity

MC1t MC21T QAT Summary? Score| %/
BroB-0®-(A=02) 33.8 525  70.1 51.1 157 115
B+ o Ext(B-)) o Ext(©~)(A=1.0) (Ours) 35.5 549 718 49.1 115 7.0
Bt o Ext(@)] o Ext(B-)(A =1.0) (Ours) 355 548  71.6 49.0 097 50
Bto® o@® (A=02) 31.3 49.6 768 51.6 200 165
&+ o Ext(¥ )] © Ext(®~)(A=1.0) (Ours) 330 511 765 49.2 162 105
&t o Ext(®7)) e Ext(¥&)(A = 1.0) (Qurs)  32.8 509  74.7 49.2 154 115
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Experiments

Model Fundamental Abilities

Alpaca-GPT4
100
Baseline Question Who is faster in real life, a tortoise or a hare?
809 716715 712 Direct Subtraction =
N Ext-Sub (Ours) [ D irect Subtraction
8 60 486 50.1 A=0.6 The tortoise is faster in real life.\n\nThe tortoise is a reptile that is known for its slow movement. It is a land animal that is X
VS) s known for its ability to move slowly and steadily. It is known for its ability to move slowly and steadily.\n\nThe hare is a
40 325 33.1 328 346 339 326 mammal that is known for its fast movement. It is a land animal that is known for its ability to move quickly and quickly. It is
known for its ability to move quickly and quickly.\n\nIn the fable, the tortoise and the hare race, the tortoise wins the race
20 7 115 130 405 because it is able to move slowly and steadily.\n\nIn real life, the tortoise is faster than the hare because it is able to move
0 - slowly and steadily.\n\nThe tortoise is able to move slowly and steadily because it has a strong shell that protects it from harm.
' ' o ' ' It is able to move slowly and steadily because it has a strong shell that protects it from harm.\n\nThe hare is not able to move
100 WizardLM slowly and steadily because it does not have a strong shell that protects it from harm. It is not able to move slowly and steadily
Baseline because it does not have a strong shell that protects it from harm.\n\nIn conclusion, the tortoise is faster in real life because it is
804 715 716 714 Direct Subtraction able to move slowly and steadily.
- B Ext-Sub (Ours) ' Extraction-before-Subtraction (Ours) \
g 442 4306 A=0.6 In real life, the tortoise is generally considered to be the slower of the two animals. However, the tortoise has several /
A 40 - 320 330 325 354 352 354 37.0 advantages over the hare, including its ability to move slowly and steadily, its ability to withdraw into its shell for protection,
and its ability to go without food or water for long periods of time. These factors, combined with the tortoise's ability to
20 12.0 145 130 conserve energy, make it a more resilient and adaptable animal than the hare. In a race, the hare's speed and agility may give it
. an advantage, but the tortoise's ability to endure and adapt to its environment could make it the winner in the long run.
O 5 T T
5 N o Mo B
\@&\ 6‘3\ (\“a g\@‘ \\\ﬁ Gso‘\\(\“o ‘\ o \x\\o P 5\”\3\0 \ﬂ\(\‘é
ﬁg}\ (‘5\‘ \(cﬁ \‘C‘ P,\ch“ 0
AN
\\a«\\: R &
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