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Theme Selection

1. What do we focus on when we evaluate in different settings?
- EA3 (29, Thet, B, aa, ..)

- QN (el=, dtet, 55, )

- 20 (=0, F0,..)

- HjojAgtel BE (m2t0|H 37|, 22 TR, ..)

2. How do we express scores?

- Likert scale (1-5& &7}

- Ranking (A/B test)

- Binary classification (0/1 label)

- Human annotation (reference-based, reference-free)
- Correlation (Pearson, Kendall's Tau, Spearman)
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Introduction

RAG M= "71o| o2

QA, fact-checking, customer support & Ctor EfA 3 =X

SO XA S grEet HEHE7HHOIH =22 O3 &
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Context relevance, answer faithfulness, answer relevance 37l &5 0f CH3sl| &7t
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Introduction

» Context relevance, answer faithfulness, answer relevance... Why these?
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ARES

ﬁ w
i

K R i
Step #1: LLM Generation of Step #2: Preparing LLM Judges: Step #3: Ranking RAG Systems
Synthetic Dataset: Generate Train LLM judges with Confidence Intervals: Use
synthetic queries and answers _h‘ with synthetic data —F LLM judges to evaluate RAG
from in-domain passages systems with PPl + human labels
., A b

Figure 1. Overview of ARES: As inputs, the ARES pipeline requires an in-domain passage set, a human preference
validation set of 150 annotated datapoints or more, and few-shot examples of in-domain queries and answers (five or
more), which are used for prompting LLMs in synthetic data generation. To prepare our LLM judges for evaluation,
we first generate synthetic queries and answers from the corpus passages. Using our generated training triples and a
constrastive learning framework, we fine-tune an LLM to classify query—passage—answer triples in three different
criteria: context relevance, answer faithfulness, and answer relevance. Finally, we use the LLM judges to score
RAG systems and generate confidence bounds for the ranking using PPI and the human preference validation set.



ARES

Step 1. Synthetic Dataset Generation (FLAN-T5 XXL)

- Corpus passage (document) 2 E| query-passage-answer triplet 244

- few-shot prompting : FLAN-T5 XXLO| A| few-shot 7|2t 2 2 query2t question= =AM = Ao
LH A O]

- Low-quality filtering : Retriever 2 passageS top result 2 X O0t'd &= Q= 2= 25 X[ 2|

- Positive/negative samples (same number of examples)

) Answer
Context Relevance | Answer Faithfulness
Relevance
) Unrelated
Weak Negative Randomly generated answer
document

Same doc, different
Strong Negative passage Generate contradictory answer
(BM25 top10)




ARES

Step 2. Preparing LLM(?) Judges (3 DeBERTa-v3-Large classifiers)

- Context Relevance : Is the passage returned relevant for answering the given query?

- Answer Faithfulness : Is the answer generated faithful to the retrieved passage, or does it contain hallucinated or extrapolated
statements beyond the passage?

- Answer Relevance : Is the answer generated relevant given the query and retrieved passage?

Given query-passage-answer triplets,
positive answers : 1
negative examples : 0



ARES

Step 3. Ranking RAG Systems with Confidence Intervals

- ¥M 50t cassifier2 1 Bt & E 2 AKX S OO0y 7|Hez stgion s Je 7 o7

- PPI: AF& O] annotate®t validation setdt OfF 2 & ot AME| 7t 2 E=ot= 84 HHE

- Rectifier function
"PPI uses the LLM judges on the human preference validation set to learn a rectifier function for constructing a confidence set
of the ML model's performance, using each ML prediction in the larger non-annotated dataset."
"Additionally, PPl allows us to estimate confidence intervals with a selected level of probability; for our experiments, we use a

standard 95% alpha (probability) for our confidence interval.

- M MHOA &E5 3 DeBERTa ZE 9| SEFS prI Y1 E2|F 2 2 'Y SHLY



PP

1. Define rectifier

Define the rectifier, A, a
measure of prediction error.

Prediction-Powered Inference

2. Rectifier confidence set 3. Prediction-powered confidence set

. n ] 22
With labeled data, create R, a Construct confidence set C*F by
confidence set for the rectifier. rectifying #/ with each value in R.

11



PP

Machine prediction : larger, unlabeled, lots of data (#N, (X.Y))
Human-annotated data: smaller, labeled, gold-standard (#n, (X, Y))

0* = E[Y]... classical®t 0|2 Z+EEl |abelOf] CHSH W7} ol = L Sy

) = — — T =

ﬂ 1 N _ 1 1 .
L i R N OV A - ) N -
I = X0 = T30 Y0 BEOF emperical rectifier®! A 700 ZARSHCHE, 07 &~ & SV, Y,

=
iy
P 4

- qelass 1 r
2H4 2§ G| B 4= n2CHNO| @M 302 9 TAHAIS| variance?t V77 = 5 2Limy Vi 2ot Fopg,
O| £ HIEIO 2 959 AlZ2| L7HS SiASH

= 3O
|"3-

52 52 oy
7§

qclass . I'Ilg' S
HPP:I:lUb\ g +F = H““":l.ﬂb\‘;ﬁ%EHxﬂ%—?%{%.

", -

S
prediction-powered interval

e
classical interval
where %, Er'f;-_}-? and E‘rﬁ are the estimated variances of the Y;, f(X;) — Y;, and f(X;), respectively.




Experiment

Dataset & Metrics

KILT : Natural Questions (NQ), HotpotQA, FEVER, Wizard of Wikipedia (WoW)

SuperGLUE : MultiRC, ReCoRD

CHF ot RAG A|ABIO| EXYSH= &&= M SH7| @6 2F O O] E{ Al0f| A validation subset 2 = 70%~90% A0 2.5%
T2 HE8E2 24, O|E ranking 7| =2 E & 3.

"Since we know the success percentages of each dataset split, we know the appropriate ranking of

each mock RAG system."
ol M )EE == €1 A7| W{Z0f| AREsS O| S W] F2t =¢lofl cict d3 &S T

gk

98,
M =% 2 ARES7} BIHot =@ 7H] & 2HEHA|E Kendall's Tau2 S .

of concordant pairs ) — of discordant pairs
P P

T —

i

# of pairs total




Result & Analysis (C.R / A.R)

ARES Ranking of Pseudo RAG Systems

NQ

HotpotQA

WoW

FEVER

MuluRC

ReCoRD

CR AR. CR AR CR AR CR AR. CR AR. CR AR

Kendall’s Tau for

Somled Amotions 083 089 078 078 078 083 089 089 083 083 072 094
R 089 089 094 089 094 094 072 061 083 094 089 044
Eﬁ'g;ﬁg‘j‘udge 0.89 094 067 094 094 089 078 078 083 089 083 094
E;“S;'iﬁ‘}dﬁ;e 089 10 089 094 094 10 083 072 094 083 078 083
renday’ s T 094 1.0 094 094 1.0 1.0 089 078 094 089 083 0.89
RAGAS Accuracy 31.4% 71.2% 17.2% 76.0% 36.4% 77.8% 23.7% 69.2% 16.1% 75.0% 15.0% 72.8%

GPT-3.5 Judge Accuracy 73.8% 95.5% 75.3% 71.6% 84.3% 85.2% 60.4% 59.6% 72.4% 60.3% 81.0% 65.8%

ARES Accuracy

79.3% 97.2% 92.3% 81.3% 85.7% 96.1% 88.4% T8.5% 85.8% 82.7% 67.8% 92.3%
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Result & Analysis (A.F)

WoW  CNN/DM

ARES Split Prediction (0.478 (0.835
Correct Positive/Negative Split - (1,458 0.859
ARES Judge Accuracy 62.5% 54.0%
Evaluation Set Size 707 510
Human Preference Data Size 200 200

Table 2: ARES Results on the AIS benchmark

AlS attribution benchmark
- REO| faithful®t EH 1 hallucinated®l B 2 28 = JA=X[0f et 2

=
- 2 222 passage’t answer 0| faithful2tX|, non-attributed 21 X| L EHSt= &
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RAG Systems Ranking

RAG Systems

Retriever : BM25, OpenAl Ada, ColBERTv2
LLM : MPT-7b-Instruct, GPT-3.5-Turbo, GPT-4
+ Facebook RAG (DPR + BART seq2seq)

Result
-95% O & AME|RA7Zte 2 JE o=

- PPl confidence interval C.RS| S 7.4, ARS| BS 6.1

ARES Ranking of Real RAG Systems

NG WoW FEVER

C.R. AR, C.R. AR, C.R. AR.
Kendall’s Tau for . : .
Sampled Annotations (.73 .78 0.73 (.73 (.73 (.82
Kendalls Tau
for RAGAS (.82 0.82 0.73 ().82 0.73 0.87
Kendall's Tau )
for GPT-3.5 Judge (.82 0.87 0.82 0.82 0.64 0.87
Kendall’s Tau
for ARES LLM Judge (.91 0.96 0.91 1.0 .73 0.87
Kendalls Taun
for ARES 1.0 0.96 0.91 1.0 0.82 1.0
RAGAS Accuracy 359%  O68.2% 44.4%  BO.1% 21.4% T73.9%
GPT-3.5 Accuracy B05% 91.2% Bl2% 835% 61.3% 54.5%
ARES Accuracy 85.6% 93.39% B4.5% RBR.2% 704% B4.0%
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RAG Systems Ranking

RAG System Accuracy

RAG Systems Evaluation on NQ - Context Relevance

1.0

0.8 1

o

o
-
*

o
=
A

°
- ee
— 0=

0.2 1 T ® ARES
RAGAS

® Ground Truth
| ARES Confidence Interval

0.0 T
ColBERT

GPT4.0

ColBERT
GPT3.5

ColBERT
MPT

OpenAl
GPT4.0

OpenAl  Openal
MPT GPT3.5

RAG Framework

BM25
GPT4.0

BM25
GPT3.5

BM25
MPT

Facebook
RAG

Figure 2: RAG Systems Evaluation on NQ - Context Relevance

RAG System Accuracy

RAG Systems Evaluation on NQ - Answer Relevance

1.0
0.8 +
0.6 + f * * ,
[
0.4 L]
L
0.2 - ® ARES
RAGAS
® Ground Truth
[ ARES Confidence Interval
0.0 ; . . . . . ; . ; .
Facebook  BM2S BM25 BM25  OpenAl OpenAl  OpenAl ColBERT ColBERT  ColBERT
RAG MPT GPT3.5  GPT4.0 MPT GPT3.5 GPT4.0 MPT GPT3.5 GPT4.0
RAG Framework
Figure 3: RAG Systems Evaluation on NQ - Answer Relevance
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Cross-Domain Usage

ARES Cross-Domain Ranking of Pseudo RAG Systems
NQ to FEVER to NQ to MultiRC to NQ to ReCoRD to

FEVER NQ MuluRC NQ ReCoRD NQ
CR. AR. CR. AR. CR. AR. CR. AR. CR. AR. CR. AR.
Kendall's Tau 0.89 0.89 1.0 0.83 094 089 1.O 0.89 078 089 0389 094

Kendall's Tau of
In-Domain LLM Judge

Average PPl Range 8.7% 7.2% 65% 11.5% 10.2% 11.3% 11.9% 11.5% 10.5% 10.1% 9.7% 6.2%

0.89 0.78 094 1.O 094 089 094 1.0 083 089 094 1.0

Accuracy on 92.4% 28.4% 85.7% 22.6% 81.5% 92.1% 87.6% 80.2% 29.1% 81.2% 80.1% 92.1%
RAG Evaluation Sets

ARES Judge 20| HOiLt Zst7)?
NQ/FEVER : query type X} O]

NQ/MultiRC : document type A}O|

NQ/ReCoRD : query/document type X} O]

- PPIZ out-of-domain®! 0= 0= E X accuracy

!
>
C
]
r
i
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Second Paper

LLM Comparative Assessment: Zero-shot NLG Evaluation through
Pairwise Comparisons using Large Language Models

Adian Liusie, Potsawee Manakul, Mark J. F. Gales
ALTA Institute, Department of Engineering, University of Cambridge
al826@cam.ac.uk, pm574@cam.ac.uk, mjfgleng.cam.ac.uk

EACL 2024
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Introduction

Human Eval2| SHA|

- CIoh NLG IHA|Of| M AL S| H7EE gold standard 2 & 1 =0, O] = HIM X E0| BfO| ELC},

- O|E LAt | Slet Ais=t B2t R E2 taskOf et T o K| 2= Bh=C}. (DialoGPT, SelfcheckGPT, Mqag)
- MO HEH SEHO| 2 prompt 7|2 B7FHHEZ2 2 E 3 7] 9| H|[2fO| EXY oL

Abzto] B} Al
. ESENEEOE y|RCHE MEX|S @Sk 20| O W,

g
. 0|2 N, ChAB EfATOLHAE TAHO| HEY 4 Ut T B DS SR,

Contribution
1.  NLG H7I0| 2™ 9l pairwise H| 1! =M= HEot A AL
2. =7t 37| LLmOf| CHSH prompt-scoring 2Lt H| Wl 241 HHHHO| O L2 S8

d
3. FIAHEO|Hu 240 S F= Biol1, 0| ofl2otv| et YR ES Metet



Comparative Assessment

yij €{0,1} . x iQx jo| A E H|

pij = P(yij|zi, zj, d) M p_ij:x_i7tx_jEHEF L2 BHHE =& o dgaE)
. 1, if'p,;j > 0.5

Yijs = _— . -4

¥ 0, otherwise Ol (1) E hard decision2 = Jﬂ"ﬂ'Ol—E %I-_)lk_

N7H2| ‘48 =& 0l CHH M R=N(N-1)H 2| =% Z A LSIH TH =/ 2 & = US
I8 o] 2 &3t 28l random, no-repeat, symmetric 3702 1522 T} MeFZ K| E
- Random: 2 E B2 +=E 2|2 H|

- No-repeat: (x_i, x_j)= |:||:||_‘-H CHH (x_j, x_i)= MEISHA| &
- Symmetric: (x_i,x_j)= H L MUCFH (x_j, x_ i) Hl gt

¢ I3 S HEl 5 win-loss ratioZ2 S H+E 7| &

0jo

#wins of x;

s
=,

(6)

#comparisons involving x;



Comparative Assessment

Prompt-Based Classifier

Pg(uu |?:))

Pij = Py(w;|P) + Py(w;|P) ) : wi= class decisiong LIEfL = 2t p= ZEZE
Text Generation
. KISl EENZETEJI NS O
pij = 3¢ 2 S (@) 6) raEag NS ss
i OSSR S 2t p(a) = 2V pgy_ Ziccli g
G194 o M2 HHLRIS Mol Za €l c!

2 AHOAM Fy2| 2L0] ZCtH p(A)2f P(B) = & OO SHLL.




Comparative Assessment

Debaising Method

O] A2 EREtH, =M S B =% 217t S Eollof ot=0, LitM2 M= L2 s d=20t=
Sol 9K BEg 2ol 0l AT uMYS2 B2 Mo Sl

ofof tr2f AS MBSt M =& p(a)2t B2 e 2H& P(B)E H| i, Ofel A= &5 debiasing=
ey (0| H el B22tH P(A) = P(B) = 0.5)

,\ o pi; 0 Ol Al) p_ij = 0.33, alpha =2

Pi= o pij + (1 = pij) PAij (system prob) =0.66 / 0.66+0.66 = 0.5

i = {1’ oy =T o) ojm, BE B8 YAZL TS YDl 0,57} OFLIZ}
0, otherwise ’

0.330| k| O1Of StC},

=, alphas S5l P(A)=P(B)=0.5Q] 2r2t= StE|Z=11 0|0f A A Lf TauE = HSH =L



Experiment

Dataset

SummeEval : 100 passages, 16 summaries

Podcast : 179 podcasts, 15 abstractive summaries
TopicalChat : 60 dialouges, 6 responses

WebNLG : 223 semantic triplets, 8 responses

Base LLM

FlanT5 220M, 770M, 3B, 11B
LLaMAZ2-chat 3B, 13B



Experiment

Evaluation Metrics (for comparison)

* BLEU, ROUGE, BERTScore

* Bespoke (task-specific) : UniEval, QuestEval, MQAG, Longformer-SFT

e Zero-shot : GPTScore, Prompt Scoring (FlanT5, LlaMA?2), G-Eval (prompting)

*H| 0| A2t Q1 2 B2 comparative assessment, prompt-scoring= 2+ & &2



Experiment

1. Summary Assessment
G-Eval (§4.3.2)

FlanT5-220M 3.6 0.6 2.7 8.0
Approach | COH CON FLU REL FlanT5-770M 85 7.0 153 24
Baselines (§4.3) FlanT5-3B 10.5 29.1 98 238
BERTScore (w/ Ref) 259 197 237 347 FlanT5-11B 192293 207 358
QuestEval 182 306 228 268 Llama2-chat-7B 282 294 230 274
MQAG 17.0 78 8§ 193 16.6 Llama2-chat-13B 53.2 337 165 383
UniEval (single-best) 546 472 433 463 Comparative Assessment (§3)
UniEval (continual) 575 446 449 426 FlanT5-220M 40 02 02 28
GPTScore FlanT5-3B | 47.0 43.6 421 344 FlanT5-770M 298 263 206 35.1
GPTScore FlanT5-11B | 456 438 424 343 L FlanT5-3B_ 512 47.1 325 448
GPTScore GPT3 40.1 475 410 343 FlanT5>-11B 442 372 302 434
ChatGPT scoring' 45.1 432 380 439 Llama2-chat-7B 279 246 202 356
Prompt Scoring (§4.3.2) Llama2-chat-13B 409 399 308 453
FlanT5-220M 4.0 -0.2 0.2 2.8
FlanT5-770M -3.6 -1.6  -1.5 -0.0 Table 1: Spearman correlation coefficient for SummEval,
FlanT5-3B 145 19.8 39 152 averaged over both Emmpls per system (for prompt-scoring
FlanT5-11B 0.7 11.2 3.2 5.7 and comparative). 'ChatGPT performance is quoted from
Llama2-chat-7B 8.6 9.0 1.8 7.8 Wang et al. (2023), which use more detailed scoring prompts.
Llama2-chat-13B 9.9 6.9 1.2 9.2

- GPTScore : Text Generation

el sEe S G setellls e - G-Eval : Prompt-Scoring (with task specific prompts)

27
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Experiment

2. Podcast Assessment
Approach | System-Ivl  Summary-Ivl
Baselines (§4.3)

BERTScore (w/ Ref) 73.9 25.1
UniEval (continual) 42.0 22.8
QuestEval 42.5 20.4
MQAG 77.9 12.6
Longformer-SFT 89.6 19.6
Prompt Scoring (§4.3.2)

Llama2-chat-7B 88.5 2.6
[Llama2-chat-13B 80.0 25.3
Comparative Assessment (§3)

LlamaZ2-chat-7B 88.2 37.4
LLlama2-chat-13B 97.1 45.5

Table 2: Spearman correlation coefficient for Podcast.

FLAN-TS= E2 5= X212 K| 2|
Summary-IvIOl| M coefficient 7} & &S| ZA| L.

(lack of granularity)

3. Dialogue Assessment

Approach | COH CNT ENG NAT
Baselines (§4.3)

UniEval (single-best) | 60.7 - 596 547
UniEval (continual) 61.3 - 60.5 444
GPTScore GPT3 569 329 496 524
ChatGPT scoring’ 547 577 379 580
Prompt Scoring (§4.3.2)

FlanT5-220M 2.2 0.2 -8.4 2.1
FlanT5-770M 3.7 3.1 -4.3 38
FlanT5-3B 31.9 28.8 174 237
FlanT5-11B 15.3 8.0 43 243
Llama2-chat-7B 164 17.0 206 214
Llama2-chat-13B 21.7 199 314 232
Comparative Assessment (§3)

FlanT5-220M -0.3 8.2 -105 2.2
FlanT5-770M 385 363 253 353
FlanT5-3B 494 494 373 474
FlanT5-11B 543 422 547 54.2
Llama2-chat-7B 2809 337 361 303
Llama2-chat-13B 324 432 555 335

Table 3: Spearman correlation coefficient for TopicalChat.
"ChatGPT is prompted using our prompt-scoring prompts.

Summary 21t} F At

28



Experiment

4. Data-to-Text Assessment Approach | FLU GRA SEM
Baselines (§4.3)

- Triplet2| O|3]f S8 &= LLM2| emergent ability2 A e, PR

- 3B/11-13B 2 2 0| A grammar2t fluency= = A0| 7} NLI Model* i - 637

O L}, semantic understandingOf| A] & X}0| 224 UniEval (continual) | 217 16.3 :

Prompt Scoring (§4.3.2)
FlanT5-220M 18.5 17.4 8.0
FlanT5-770M 14.5 136  17.1
FlanT5-3B 30.8 32.7 38.5
FlanT3-11B -0.7 6.9 20.8
Llama2-chat-7B 3.8 2.4 17.0
Llama2-chat-13B 1.8 0.5 5.6
Comparative Assessment (§3)
FlanT5-220M -13.6  -17.9 0.1
ElanTs5-770M 362 3572 114
FlanT5-3B 406 414 128
FlanT5-11B 41.4 44.8 524
LlamaZ-chat-/B 229 kYR -3.3
Llama2-chat-13B 449 451 535

Table 4: Spearman correlation coefficient for WebNLG.
“Quoted from the NLI method with the backoff template in
Dusek and Kasner (2020).



Positional Bias
- AHSIAYAME XS MEHX|E MEIS 2H&E 0| 80% 0
Cts

Prompt 1

<context=>

Summary A: <Summary 1>
Summary B: <Summary 1>

Which Summary is more consistent,

System Prompt | COH CON FLU REL
FlanT5 ] 037 046 039 041

2 (0.43 0.47 0.40 0.44

FlanT5 | (.18 (0.20 0.13 0.23
7B 2 024 024 0.17 0.26
Llama2-chat | 0.41 0.17 026 0.18
7B 2 0.68 0.56 048 045
Llama2-chat ] 0.31 0.37  0.18 032

Summary A or Summary B?“ 2 (.29 0.30 0.19 0.26

Prompt 2

('Passage: \

<context>

Summary A: <Summary 1>
Summary B: <Summary 2>

Which Summary is more consistent relative
\tc the passage, Summary A or Summary B?r:/

Figure 2: Comparative prompt template 1 and 2. When
assessing different attributes, only the attribute is changed
(e.g., consistent — engaging) and for response assessment,
the word ‘summary’ is replaced with ‘response’.

Table 5: Positional bias P(.A) for both prompt templates, for
various systems in the comparative setup on SummEval.



Positional Bias

Debiased Result

Svstem Debias SummEval TopicalChat WebNLG Av
y COH CON FLU REL | COH CNT ENG NAT | FLU GRA &
FlanT5-3B X 512 471 325 448 | 494 494 373 474 | 410 418 |[442
o7 v 51.8 469 330 453 | 496 502 38.0 463 | 407 423 ||444
FlanT5-11B X 442 372 302 434 | 543 422 547 542 | 414 448 ||447
¢ v 453 397 307 447 | 572 595 595 588 | 445 446 || 485
[ lama?-chat. 7B X 204 246 197 352 | 282 331 363 287 ] 229 378 ||296
-ehdt v 288 248 197 355 | 291 345 397 285 | 243 371 ||302
Llama2-chat-13B X 409 399 308 453 | 324 432 555 335 | 449 451 ||412
; v 428 403 319 47.1 | 325 445 569 384 | 459 437 ||424

Table 6: Spearman correlation coefficient on different aspects of the NLG evaluation tasks, averaged over all prompts considered,
using all pairs and ordering considered (i.e. full matrix comparisons).




Positional Bias

Debiased Result

System Debias | COH CON FLU REL
FlanTs-3B y |es 1 s 618
FalTS-1B J |62 767 659 674
w5 |50 03 B8
umowin 5| &0 TG G

Table 7: Accuracy of the comparative systems, at a compari-
son level, for SummEval.



Computation Cost

Self-Consistency

SummeEval2| 8%, passageOtCt & 240H 2| H| Wl 7f O]
O|2 == Mfe| Z1tE 2T Autef H|uwst=

| 2 3 4 6 3 12 16

Final | 84.0 883 907 937 955 98.0
Gold | 68.0 69.1 69.7 70.3

100
70.6  70.8 70.9

Table 8: Accuracy when using fewer systems with respect
to final rankings (using all 16 systems) and the ground truth
labels. Results shown for Summeval COH using FlanT5-x1.

A4S, passageOtC 2x1 7|4 MESHY & 2007l 4 =2 H[ W ((2 x 1) x 100 passages)
39| AL, passageDtCt 3x2 714 MEHSIY] & 60071 A A ES H| W ((3 x 2) x 100 passages)

33
. ______________________________________________________}

= O{ X Of SHCF. ((16 x 15) x 100 passages)
Al'S



Computation Cost

Subset of Comparisons
O|HOf| = H|Wdt= =8 175+, samples M7d5t= HE
d= K| H @l Spearman A2

Tt debias Sl 212 ds2 O
ES| H|lw =7 M2 [ff debias2| 21}

-repeat, random, symmetric2 £ L+ 0 H| gk,

r
r

J
fujo
-
@)

Lo 3ot

50 4

=
o

Spearman
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Figure 4: FlanT5-3B performance for SummEval COH when
a subset of the comparisons are selected by either random,
no-repeat or symmetric (as described in §3.4). For no-repeat,
each pair is compared once, hence has a smaller maximum £A.
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