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QM QASP NQA QLTY MSQ HQA MFQA

# of samples 200 1,726 2,000 2,000 200 200 150
avg doc length 14,140 4912 84,770 6,592 16,198 13,319 7,185
avg top-5 chunks 2,066 2,071 2,549 2,172 2,352 2,322 2,385
avg top-10 chunks 4,137 3,716 5,125 4,018 4,644 4,554 4,305
avg top-20 chunks 8,160 4,658 10,251 5,890 9,133 8,635 6,570

Table 1: Statistics of seven datasets used for zero-shot evaluation. All lengths are counted by the
number of tokens using Llama2-70B tokenizer, and “avg top N chunks" denotes the average number
of tokens from the top N retrieved chunks. Figure 2 gives more details.

- Tasks: Single, multi document QA, Summarization (Zero-shot evaluation)
« Models: LLaMa2 (7B, 70B), GPT-43B
- Context Window Extension: Position interpolation method &6t finetuning on the Pile dataset

LLaMa2: 16K, 32KDtX| =&
GPT-43B: 16KJHX| =t&
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Token length distributions

length of full document length of top 5 chunks
80000 6000
+ 300 words= chunking & [ Token length distribution ™ | 5000
L 50000 7 e ‘ i *
- Top 5 chunks® Z 4K LLMsHL HEEE HH IESEHE o L - l :
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5000 } % | 14000 § §
wo B3 &5 "]“ 'Tl }‘ 10000 i X == =
t B ! 4 8000 52 " :TI =
e i | 6000 L 71 < & I
200 ‘ . ! 4000 P; L h
1000 = 2000 | l 8
’ QM QASP NQA QLTY MSQ HQA MFQA 0 QM QASP NQA QLTY MSQ HQA MFQA

Figure 2: Token length distribution of the full document and the top-5, 10, 20 chunks of the seven
datasets.
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Main Results

Model  Seqlen. Avg. QM QASP NQA QLTY MSQ HQA MFQA
_ _ . GPT43B Ak 2644] 1556 2366 1564 4935 1108 2891 4090

* Retrieval is especially helpful for 4K LLMs S I 204 1609 255 1694 5008 (474 3748 4508
( Comparable to 16K long context LLMs, while being +ret 16k 29.65 1569 2382 2111 4790 1552 3614 4739

more efficient at inference )

Llama2-70B 4k 3161] 1634 2770 1907 6355 1540 3464 4455

£ 10t sk 3600] 1741 2874 2341 7015 2139 4206 4896

Llama2-70B 16k 3678 1672 3092 2232 7610 1878 4397 48.63

+ret 16k 3723 1870 2954 2312 7090 2328 4481 5024

Llama2-70B 32k  37.36 1537 3188 2359 7380 1907 4949 4835

+ret 32k 39.60 1834 3127 2453 6955 2672 5389 5291

[Tamaz 7B 4k 2265 1425 2207 1438 4090 866 2313 3520

+ ret 4K 1645 2297 1818 4325 1468 2662 40.10

Llama2.7B 32k 2820 1609 2366 1907 4450 1574 31.63 4671

+ret 32k 2763 1711 2325 1912 4370 1567 29.55  45.03
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Main Results

Model Seqlen. Avg. QM QASP NQA QLTY MSQ HQA MFQA

1556 2366 1564 4935 11.08 2891 40.90
16.60 2345 19.81 51.55 1495 3426 44.63

« Interesting point: Long context LLMs w/ Retrieval (16K and 1609 2575 1694 5005 1474 37.48  45.08

32K) j|- 4K LLMs W/ Retrieval ED- ggm %% 16k 29.65 | 15.69 2382 21.11 4790 1552 36.14 47.39
. i olgqr| = Llama2-70B 4k 31.61 1634 2770 19.07 63.55 1540 3464 4455
! e\{‘en Sa.me tOp 5 Chl,,l,ﬂks of eVIdenceJr = _'El '_E” + ret 4k 36.02 1741 2874 2341 70.15 2139 4206 4896
= “lost in the middle” phenomenon (U-shaped curve) 2.70B 16k 3678 1672 3092 2232 7610 1878 4397 4863
+ ret 16k 37.23 §18.70 2954 23.12 7090 2328 4481 50.24

Llama2-70B 32k 37.36__ 1537 31.88 2359 73.80 19.07 4949 4835

+ ret 32k 39.60 | 1834 3127 24,53 6955 2672 5389 5291

- 1425 2207 1438 4090 866 23.13 3520

+ ret 4k 26.04 | 1645 2297 18.18 4325 1468 2662  40.10

Llama2-7B 32k . 16.09 2366 19.07 4450 1574 31.63 46.71

+ ret 32k 27.63 | 17.11 2325 19.12 4370 15.67 29.55 45.03
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Main Resu‘ts EM scores (Llama2 70b)

54 4

52 1

« Interesting point: Long context LLMs w/ Retrieval (16K and

32K) It 4K LLMs w/ Retrieval 2Lt 8501 £3
: even same top 5 chunks of evidenceJt = L= as |

EM

= “lost in the middle” phenomenon (U-shaped curve)

46
44

421

~8— Llama2-70b-4k
40 4 @ Llama2-70b-32k

0 4 9 14 19
Position

Figure 1: Llama2-70B also displays lost-in-the-middle phenomenon
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Main Results

Model Seqlen. Avg. QM QASP NQA QLTY MSQ HQA MFQA

GPT-43B 4k 2644 1556 2366 1564 4935 1108 2891  40.90
- . —_— +ret 4k 2932 1660 2345 1981 5155 1495 3426 44.63

i Long context capabllltyﬂ model size AI0|Q] &f 2t AH| GPT-43B 16k 2945 1609 2575 1694 5005 1474 3748 4508
+ret 16k 29.65 1569 2382 2111 4790 1552 36.14 47.39

= = : Llama2-70B 4k 31.61 1634 2770 19.07 63.55 1540 34.64 4455

01& HA=101l M= RetrievalOl 4k LLM (Long context X) +ret 4k 3602 1741 2874 2341 7015 2139 4206 48.96

S H = 2= 0ILE, 0101 Strong Long Context capability 7 Elama2:708 16k 3678 1672 3092 2232 7610 1878 4397 48.63
16k 3723 1870 2954 2312 7090 2328 4481 5024

o= OFOH = = X{ 74 . - ~ ‘ - : - '
UeE LLM HHIE @ MHEOIX] U= EM 21t T —ta——375c] 1537 3188 2359 7380 1907 4949 4835
> Model sizelll M2 HOIS TIAHEH| oS +ret 3k 30.60| 1834 3127 2453 6955 2672 5389 5291
Llama2-7B 4k 22.65 1425 2207 1438 4090 866 2313 3520
- o + et 4k 2604 1645 2297 1818 4325 1468 2662 40.10
+ Llama2-70B-32k-ret0] 32k baseline= A &% Tlama2- 7B 32k 2820] 1609 23.66 1907 4450 1574 31.63 4671
(37.36 vs. 39.60) +ret 2k 2763 17.11 2325 1902 4370 1567 2955 4503

Retrieval is not helpful for LlamaZ2-7B-32k, But further
boost for larger models (LlamaZ2-70B-32k)

= 32K 0l&+9] seq lenOil& & AFOIZTt M2 OF retrieval
22| 850| M2t (zero-shot capability, in-context
learning capability, instruction following capability S..)
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More contexts get more improvements?

Seqlen Seting Avg. QM QASP NQA QLTY MSQ HQA MFQA

4k base 3161 1634 2770 1907 6355 1540 3464 44,55
o Mo
« MBIMOZ Top-5ortop-10 HM I E2 ds=5 HY p-5 3573 1814 2920 2339 7030 2009 4154 47.45
op-10 3462 1654 2867 2438 6870 1900 4218  42.84
p20 3461 1652 2867 2438 6870 1900 4218 4284

20 chunks or more®| &% not helpful and sometime hurt the 16k base 3678 1672 3092 2232 7610 1878 4397 4863
top-5 3723 1870 29.54 23.12 7090 2328 44.81 50.24
performance top-10 3831 1841 3020 2553 73.60 2278 47.72 4991
” . ” L “ . . » top-20  36.61 17.26  29.60 2581 7230 22.69 41.36 4723
9 belleve thls 1S related FO the . lOStIn the mlddle 32k base 3736 1537 3188 23.59 7380 19.07 49.49 4835
phenomenon or the model is getting distracted by irrelevant pS 360 1834 3127 248 685 2672 £ 5291

. . top- 38 . 30.3 . . X N .
information and therefore needs further research. 0p20 3838 1636 3042 2442 6960 2451 567 4865

Table 5: Comparisons of adding top-5/10/20 retrieved chunks to the context under 4k, 16k, and 32k
input sequence lengths using Llama2-70B. More context does not always give better results.
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VS. OpenAl models

Model Avg-7 Avg-4* QM* QASP* NQA* QLTY* MSQ HQA MFQA

Davinci003 (175B)  39.2  40.8* 16.9%  52.7* 24.6%  69.0* 22,1 412 47.8
GPT-3.5-turbo (4k) 384  39.2* 15.6%  49.3* 25.1%  66.6* 21.2 409 49.2

« [Context Window Extension + Retrieval Augmentation]S +ret 244 495 495
HE MEot | lama2-70B-32k-ret0] GPT-3.5-turbo-16k- Gw'3'5:::fb°'16k 28 424 176 505 288 726 %g:g ié:g g%f;
ret2H 4501 £2 Llama2-70B-32k 409 424 156 459 284 796 191 495 484

Llama2-70B-32k-ret  43.6 430 185 463 315 756 267 539 529
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Conclusion

+ Retrieval largely boosts the performance of both 4K short context LLM and 16/32K long context LLMs.

« The 4K context LLMs with simple retrieval-augmentation can perform comparable to 16K long context LLMs,
while being more efficient at inference.

 After context window extension and retrieval-augmentation, the best model Llama2-70B-32k-ret can
outperform GPT-3.5-turbo-16k and DavinciO03.

11
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¢ Understanding Finetuning for Factual Knowledge Extraction

ICML 2024

Understanding Finetuning for Factual Knowledge Extraction

Gaurav Ghosal! Tatsunori Hashimoto? Aditi Raghunathan '

“QA finetuning data””} downstream factualityOff &= @& 24

12
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¢ Understanding Finetuning for Factual Knowledge Extraction

« Factuality &0 220 SHIE SES 210 A=k 22 HEE ol 82 &1
- What factors determine the performance of fine-tuning?
- What is the mechanism by which fine-tuning improves factuality?

13
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¢ Understanding Finetuning for Factual Knowledge Extraction:

Conceptual Mechanism of Finetuning on Popular versus Unpopular Knowledge

. o Fine-tuning on more popular Fine-tuning on less popular
+ A Factual question0l =0 %= [, Language model2
relevant memorlzed knowledge% *l—gé"-o:l EE _Oél‘ ¢E QAJ_'_, Q: What sport does Matty Blair play? Q: What sport does Patrick Edema play?
more general “shortcut”& AFE6HXH plausible but incorrect & o] O B
response% HEH% _+_ %1% Subject feature (strong) Relation feature Subject feature (weak) Relation feature
Asking about Person’s occupation > take the shortcut of 4:Pocoe” N4 ¥ ol |
responding with a word that is generally associated with Subject  Relation Subject  Relation
occu ations |e aCtOI’ attention  attention ‘ ‘ attention  attention
P ( . bl
0128t shortcut AF20| fine—tuning HM &ts0| =0HH pre- Q: What sport does Radik Zaphorov play? Q: What sport does Radik Zaphorov play?
training SAI0IM StE st XA Ml &tZFE 11, test datalil A = I = 2]
E%Ol |eSS faCtua”y %lj%'é'-EE Cél- # QAI% Subject feature (weak)  Relation feature Subject feature (weak) Relation feature
A: Ski jump A: Tennis
Subject Relation x Subject Relation
attention  altention attention  attention
I!.\t_“ln!.

14
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¢ Understanding Finetuning for Factual Knowledge Extraction

Conceptual Mechanism of Finetuning on Popular versus Unpopular Knowledge

. . N . Fine-tuning on more popular Fine-tuning on less popular
+ Popular knowledge= Fine-tuningdt= &<, Subject
en’uty(}” [t attend= ot= ASFA0| Zol XM Q: What sport does Matty Blair play? Q: What sport does Patrick Edema play?
e Less popu|ar kn ow|edge§ Fine—tuningfﬂ—E 42, su bject Subject feature (strong) Relation feature Subject feature (weak)  Relation feature
attention2 Z A0t relationdt 22 HE E20 attenddt= )
ZASEM (| ZoHE A: S‘;)z:cer * * A: SG‘L“H * ’
Subject  Relation Subject Relation
attention  attention attention  attention
[’ilJ!\-!!!lJinly

Q: What sport does Radik Zaphorov play? Q: What sport does Radik Zaphorov play?

Subject feature (weak)  Relation feature Subject feature (weak) Relation feature
A: Ski jump A: Tennis
Subject Relation x Subject Relation
attention  altention attention  attention

15
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¢ Understanding Finetuning for Factual Knowledge Extraction:

Simulation Study of Finetuning for Knowledge Extraction

10—~ v ] " 0.24
== Pretraining Mem 0.29
U
N 0.9 FI-Top
g").s‘ w—e== FI-Bottom % E.:'
~ &) e
2 0.7 = 0.1 e 01
~Z = )
~0.64
5
e 0.04
A AJ A\ \J \J A A AJ ()l’ Al A\ A L L) L) AJ
02 04 06 08 10 0.1 1.0 20 20 25 30 35 40 45 50
Zipf Alpha Pretraining Steps (x 1000)

Top-x Test Popularity Percentile
(a) Impact of Finetuning Dataset (b) Effect of Zipf Alpha (c) Effect of Pretraining Steps

(a) Fine-tuning Fact Popularity Impacts Downstream Performance
- FT-Top (Fine-tuning via more popular facts) / FT-Bottom (Fine-tuning via less popular facts): both are present in pre-
training corpus (its not new knowledge)
- fine-tuning FT-Top results in 10% improvement in factuality
- Test setlil 4 B2 less popular factsE ESHAIHE 85 KH0IJF RXI, £61 0.05 -> 0.1= && Al FT-Topt FT-Bottom©| &=
XtOI1 7t 260 DEXI BXIH =
16
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Simulation Study of Finetuning for Knowledge Extraction

1.04
094 =w= Pretraining Mem
h FI-Top
g'l).ﬂ' w—e== FI-Bottom % :‘;‘
2 074 = 0.14 ~ 0.1
& - =
“0.64
5
03 0.0
v A v \J \J A A A l)l’ L) L) L) L) L) L) A
02 04 06 08 1.0 0.1 1.0 2.0 20 25 30 35 40 45 50
Top-x Test Popularity Percentile Zipf Alpha Pretraining Steps (x 1000)
(b) Effect of Zipf Alpha (c) Effect of Pretraining Steps

(a) Impact of Finetuning Dataset

M, 2= 29 frequency= oHE =M 2l rankingOfl

fuio

+ (b) Impact of Long-Tailedness in Pretraining Corpus
- Zipf's law: corpustli E& HHEE frequencyJt =2 =M= LIZ0IA

dHldlotilE ZgX gHA

- word frequency X GankiD)a

- Zipf Alpha 2f0] £2™ pre-training = HIHIA more popular factsE AF= atE, E2H uniformly &t&

- Pre-training &AM factsZ uniformly &t&e &= (lowering a) FT-Topit FT-Bottom@l &5 ZXJI ENHSE

- Pre-training &AM more popular factsE A== &5 4= FT-Topdt FT-Bottom©| &5 ZAXHt HE 17
= fine-tuning dataset®l &1t pre-training HAHIMI &f=¢t fact frequency Ul HE &2 AT UL

—
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Simulation Study of Finetuning for Knowledge Extraction

10 m=mmrmm e - ——— | 0.24
0.94 == Pretraining Mem 0.24
h : FI-Top
;‘_“)48‘ = FI-Bottom %‘ :‘3‘
8 K 3
Z0.74 — 0.1 ~ 0.1
= — =
~0.69
5
0.5 0.04
v Ll L L L Ll L) L ()l) L) L} L) L) L) L) Al
02 04 06 08 10 0.1 1.0 2.0 20 25 30 35 40 45 50
Zipf Alpha Pretraining Steps (x 1000)

(c) Effect of Pretraining Steps

Top-x Test Popularity Percentile

(a) Impact of Finetuning Dataset (b) Effect of Zipf Alpha

pact of the Number of Pretraining Steps
W2 HtE at5 5> LH0I1E &06IXIB impractical due to the large scale of pretraining data (and also model size)

.
_|'__0| L= L——/ —J-d

13

« (o)l

0f

= Pretraining corpus®| fact frequency2t fact salienceJt 20| UZ
18
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“Attention Imbalance”

Synthetic Setting:
ME Solf, 220

+ A one-layer transformer £ &&ot
‘At n Imbalance” = 216+

iz 2 0U= TAAME, “Attenti
incorrectly respond & %= JS2 &

08 5 HI

Orthogonal token embeddings
¢(t) for tokent €T

. A)ssumpnons | Two learnable parameters
1) Answer Diversity: 2= relation riil LHgt fact a= 2T
y: Wy, Wi, € RITIXIT]

St H t dataset(il Let= ' '
pre-training datase Output head as Identity operation

2) Non- Uplform Relation Marginal: relation riil &8t fact a=
D SY5H &S =[¢(s) ¢p(r)] 2 a€T
3) All Facts Memorized: 2 20| 2tH rt JHHl sOl CHGHA
X|H0| fact aE uniquely 28 & ULE B We. W Self X Wo. W
8, T; = o(Self-Att(X;
i OIZXOR 100% f(s:m Wy, W) = o (X Wy, Wia))

(=]

= Value I\/Iatrlx (wy,) Ot =2
accuracy &4 Jts

19
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¢ Understanding Finetuning for Factual Knowledge Extraction:

“Attention Imbalance”

« 01Y KIS & assumptionsOll OtHUIM £ (s, pr; Wy, 0)= 100%

accuracy 2d JESOLL, f(s,prs Wy, Wio)= 100%E B8

2 8z ZRILENYS 01280z ZEOIRS
« Incorrect Prediction0] Z46t= £28 T=g

Attty < SG.r.a) for a constant d

« &, subject tokenlil CHet attention weightJt 00 JHIHRE sn.a

2= incorrectly predicted &lLt, 01218t 442 Factual

Saliencelll E&= 2= S8

> = QDE2 A2 HE factsE &1
o

AUA2U L (value matrix),
attention imbalance & Q1510 %2 g

|§ A Ol
- T AN

-

alo

=
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“Finetuning Attention Dynamics”

+ Low-salience facts= 29| attention imbalance=
OfotAFIEZE at&ot= M et

Sret = (#@) = £(5,Prs Wi, W) (Wyb(s)
Pret = (6(a) = £ (r, 0 Wy, Wig)) Wyd(@,)

Sre1 — Pre; < 091 B2, sOl [HSt attention0] 22

Srel — Pre1 > 09! B2 subject attention0| S+t

« &, Pre-training 20X subject entity Ofl 3—5—5._* Bl _ oL ¢ (8eat = Do g 3T - _ 3T
A8 fact2t Fine- -tuning Ol M imbalanceE &4 A 7| X| 8410, OWka (8ret = prer) (6(5)¢(pr) $(pr)o(pr) ).
pre-training S HIMI M HO| 2F&0HK| =8t factE Fine-tuning
AU et&6h= B2 attention imbalanceE S5

21
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Analysis of Attention Patterns

« FT-TopOll at&st 20| FT-Bottoml et&st

P subject entity0l [ attenddt= 220

« FT-Bottom0il s+&8t
attendotX| &2

22 subject tokenstl “HOJ

Understanding Finetuning for Factual Knowledge Extraction

What is Kanye West’s occupation?

FI-To FT-Bottom
<s>
-0.4 Wlnt
my
West
S
occupatim; _ occupatlon

0 4 8 1216202428 0 4 8 1216202428
(b) Attention Pattern on FT-Top versus FT-Bottom

<s>
What
1S

K
any

e
West

22



.
ﬂ a LH 'gl‘m é:a Natural Language Processing

KOREA UNIVERSITY & Artificial Intelligence

¢ Understanding Finetuning for Factual Knowledge Extraction:

Experiments on Real QA Datasets

1. Unpopular Facts Harm Downstream Factuality (Popular Facts Mitigate Unpopular)
Both QA datasets (PopQA, Entity Questions) and models (Llama, Mistral)0fl St ZaFM

2. Impact Relative to Test Popularity:
. Top-x Test popularity = 10%0M M FT-Top1t FT-Bottom©| &= Xt JHE HE
. Unpopular examplesE [ E&tA|F|H2HE more popular examplesz 258t 2 M 8501 £3

—e— FI-Whole FI-Top —+— FT-Bottom FT-Random
B8 : 0,500 0525
0.7 0.7 0.475 8329'
4754
20,61 20.61 o] £'0.450- \
g g £ 0.4254 8 A ane
2 0.5 £ 0.5 g g 0425
g v~ g v~ < 0.4004 S 0.4004
< < < < —
— - N iy ——
0.3 8 T S| 0330 0350 o
L) 1 L) L) L) " | L) L] L) L] 0'325 L) Ll L) L) L] 0'323- L) L) L) L) L)
02 04 06 08 10 02 04 06 08 1.0 02 04 06 08 10 02 04 06 08 10
Top-x Test Popularity Percentile Top-x Test Popularity Percentile Top-x Test Popularity Percentile Top-x Test Popularity Percentile
(a) PopQA, Llama-7b (b) PopQA, Mistral-7b (c) EntityQuestions, Llama-7b (d) EntityQuestions,Mistral-7b
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Experiments on Real QA Datasets
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3. (FT- Top vs. FT-Whole): ZHl HIOIEHE A2 M et&6k= AELEH L2 popular subset2 st&st DR0I
ki = Ol
( ) only a subset of the most popular facts= &f&0k= 2301 factual QAN H K2
(b) Additional QA examplesE &t& HIOIEHM Z&HAF = 232 harmful & 2 U
—e— FI-Whole FI-Top —+— FT-Bottom FT-Random
B . 0.500- 0525
0.74 074 0.4751 0.5001
s + 0450+ , 04751 \
20.69 EO.()' g 0'4‘25. 5'0.450
3 054 g 054 o 5 0.4254
§% g0 g 0400  0.4001 \ =N
0.44 0.4+ ~_ 0.3754 0.3754 N ——
o = | 03501 0.3504 N —
) L) L] L) L) L) 0.3- | L) L] L) Fﬁ: 0'325 L) Ll L) L) L] 0'325- L) L) L) L) L)
02 04 06 08 10 02 04 06 08 10 02 04 06 08 10 02 04 06 08 10

Top-x Test Popularity Percentile Top-x Test Popularity Percentile Top-x Test Popularity Percentile

(a) PopQA, Llama-7b (b) PopQA, Mistral-7b (c) EntityQuestions, Llama-7b

Top-x Test Popularity Percentile

(d) EntityQuestions,Mistral-7b
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¢ Understanding Finetuning for Factual Knowledge Extraction:

Experiments on Real QA Datasets

4. (FT-Random vs. FT-Bottom): Randomly sampled subset2 FT-Bottom&= L} popular examplesS [ E &t
FT-Random@| some popular points= 216t0H FT-Bottom EHIH &S0| S H LIEFH A

- more popular examplesJt attention imbalanceE oA 6t= Ol =201 L= 0128 24 = X0k &

E=U;
—e— FI-Whole FI-Top —+— FT-Bottom FT-Random
B8 : 0,500 0525
0.7 0.7 0475 8229'
4754
20,61 20.61 o] 20450+ \
] © ]
— 1 = 0.4254 5=
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