oS '&et MOjLt

S-JEH
ghdchlwls123 @korea.ac.kr
2024.08.29

» Natural Language Processing
& Artificial Intelligence

1/ 21


mailto:ghdchlwls123@korea.ac.kr

Not all Layers of LLMs are Necessary
during Inference

Siqi Fan?, Xin Jiang!, Xiang Li', Xuying Meng?®, Peng Han?, Shuo Shang**,
Aixin Sun?, Yequan Wang!", Zhongyuan Wang!

'Beijing Academy of Artificial Intelligence, Beijing, China
*University of Electronic Science and Technology of China, Chengdu, China
IInstitute of Computing Technology, Chinese Academy of Sciences, Beijing, China
4School of Computer Science and Engineering, Nanyang Technological University, Singapore

Arxiv 2024.05

» Natural Language Processing

& Artificial Intelligence
2 /21



. 257 Natural Language Processing
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Not all Layers of LLMs are Necessary during Inference

Introduction

LLM inference cost problem

LLM 2 CH0| A B 80| 0§$ 20| 2 7E

- FE A 7|1 5= RAIBIEM H2 AL AH-S AR OF

oo

LLM Pruning

- LIMOM 28X FES ?lot B2 2 ParameterS HYH 22 HEF0I e SE9| &4 ?lgstH 2 4517| 0]3F

rot

_ A~
o R )

S doA7|lE SEES 1

M|

(1) LLM =25 71521517 9 sHo=R

(2) 17t APl Yo =2 RE PZ (“Easy” tasks activate at shallower layers while “hard” ones at deeper layers. )

(3) Input Instance0| 2} 2N BEX|E Z75t= A0 AigA2 2 Y2EAYS T
7 ParameterE HZASIX| &= Early Termination M& 2 AFE310] 289 XX 3I5l= Adalnfer A2t
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2. AnaIySiS 257 Natural Language Processing

& Artificial Intelligence

Not all Layers of LLMs are Necessary during Inference

Efficiency Analysis of LLM inference

Not all Layers are Necessary

- Can we allocate fewer computational resources per input instance instead of the same substantial budget?

- O|E 8l Ef2 3" accuracy?t activation Layers?t2| CorrelationOl Ci$t EA XN 24 T

¢ Observation <%

1) Not all Layers of LLMs are Necessary during Inference

2) Varying Task Difficulties, Different Activation Layers: Stop Simpler Tasks Sooner, Let Complex Ones Go Deeper
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2. Analysis

Not all Layers of LLMs are Necessary during Inference

257 Natural Language Processing
& Artificial Intelligence

Efficiency Analysis of LLM inference

— 0-5hot
0.8 1-Shot
—— 2-5hot
| — 3-5h
>0.6 ot
©
0 0.4
J
<
0.2
0.0 : . i
1 6 11 16 21 26 31
Layer-Index
Figure 1: LLama2-7B model zero/few-shot perfor-

mance across all decoder layers: solid line for sentiment
analysis while dashed line for MMLU tasks.

Observation 1 & 2

Ob1-1) Z[Z& 20|07t X| AtE¢t M| accE O|H layerO ME &Y = US
Ob2-1) ZEE R/ &2 2 EiAT = 24HM layerO| A Final layer outputdt FAMSH HEt: £
2

Ob2-2) MMLUZ} Z2 EfAT0A 5 42 layerOf| M H=te 71 2Faf

0|8, 2 2240 F ot 0|2 7HX|= Adaptive Inference 7+ 7t5d =0l
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3. Methods

Not all Layers of LLMs are Necessary during Inference

Adalnfer

087 early stop signal #& + UA=71?
At

- Gap / Top Prob& O|83l0 SH2Z A&t 2 ALE

- (1) Feature Selection & (2) Classifier &F71X| 252 Eg

(1) Feature Selection

- Input InstanceE ?|2t Feature Vector 248

(2) Classifier
- Stopping Signal &7}

— Signal0| =8| Z5lH early terminationk|0{ 0| % C|

A #ojof Az

2%, Natural Language Processing
& Artificial Intelligence

Sentiment task
Ilike CameraA. ——» |—>» > |-———-
STOP

e
= =
Camera A is better than m
Camera B in picture quality. STOP
O —
= =] =5
MMLU task
Simplify and write the result Mm
with a rational denominator: STOP
Y729 - = = =]
— = | O O
forward  statistic feature vector embedding decoder block skipped block classification
classifier layer layer

(a) A workflow of Adalnfer processing three input instances,
involving two for sentiment analysis and one for a knowledge-
based question answering task. It shows that the early-exit
moment varies across the instances.

Llama2-13B 40 layers, 100% FLOPs

stop avg. layer:19.3
Sentiment task variance: 1.7

51.2% FLOPs

stop avg. layer: 32.4
MMLU task variance: 16.7
84.1% FLOPs

(b) After implementing Adalnfer, LLMs can re-
duce computational costs through adaptive early-
exit strategies.

Figure 2: An illustration of Adalnfer’s processing and
computational savings.
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3. Methods

Not all Layers of LLMs are Necessary during Inference

Adalnfer: Feature Selection

: LLM Parameter =80 7180l S &1t =2 H| 80| 2 &
- Parameter 4 Qi0| R RO 5HE <}

=
o
BN 25|12 285101 BB A

Problem: The lack of feature for decision-making

Solution: Logits reflect mutation

(LM Z =5 Wi 20|10 HEtof| Tl A[4Hez =4

- Top Prob: £2%t 71540| 715 &2 E20| Cf3t 2& P (==Confidence)

- Gap: P(top token) — P(second token)

N3

1.0

0.8

0.61

0.4+

0.21

0.0

—— gap
top prob
—— hidden state
— milp
I| —— attn
\\ /| —— probs KL
/\VAM%
1 6 11 16 21 26 31 36
Layer-Index

(a) Llama2 on sentiment

Ml

o
ol

OF

- Cosine Similarity: @ X =S 0| =F2| FAHY E7t, attention(value), MLP, hidden states &g

St= Universial Level EZXO|

0.61

0.41

0.21
0.0

257 Natural Language Processing
& Artificial Intelligence

—— Qgap
top prob

—— hidden state

— mlp

— attn

—— probs KL

N P

1 6 11 16 21 26 31 36

Layer-Index

(b) Llama2 on MMLU

2 fine-grained = feature2 &7

=
H=
T 7
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3. Methods 2403 Natural Language Processing

& Artificial Intelligence

Not all Layers of LLMs are Necessary during Inference

Adalnfer: Classifier

Classifier Objective
- O|TEZRE Hatst| /8 sAH =&/71E AHE3H0] Early Terminate 28

- Gap / Top Prob2 FeatureZ ALt &

Objective
- Feature Selection module® &4l feature vector(x_d) 24

- 2} LayerOl 2| £20| HES AMBsH=X|0f 2t 2R7|E = )1 ity =y,
Ye = .
0 otherwise.
- L-layersQ| LLMO|AM & L7H2] H|O|Ef 4 -

- T 7ol /71 18 SVM, CRF
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4. Experiments

Not all Layers of LLMs are Necessary during Inference

Setup

Tasks

1) Question Answering
- MMLU, CommonsenseQA, SQUAD

2) Text Classification

- SST-2, AG News

Models
1) Llama-2
- 7B, 13B, 70B

2) OPT
- 13B

257 Natural Language Processing

& Artificial Intelligence

Metrics

1) Accuracy
- Top-10i| CHSE Accuracy &7
2) FLOPs 2U(6h +s)+ V

- I: total / terminate layer, h: dim, s: seq_len, '
vocab

Train

- Computational Efficiency =

- = &/7| =50 B2t ol

ME21510] Adalnfer 28, A}

12 EfA3 A(717])H 0| M 6~971

OFO >>
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5. Results

Not all Layers of LLMs are Necessary during Inference

Table 2: Performance and efficiency in question answering tasks, with accuracy (%) denoted by ‘Acc’. Results

include few-shot learning with sample sizes of 5, 10, 15, and 20, showcasing the average values.

Setting Model MMLU CommonsenseQA SQuAD Avg
Acct FLOPs| Acct FLOPs| Acct FLOPs| Acct FLOPs)]
Jeroshor  OPT13B 795 100 820 100 2000 100 1205 100
Adalnfer  8.67 9755 280 9755 2300 9755 1149 97.55
Fewshoy OPTI3B 2360 100 2145 100 2612 100 2372 100
CW-SHOL Adalnfer 2259 8394 2162 8605 2595 8831 2339 86.10
Jerosho Llama2-13B 254 100 1.00 100 1920 100  7.58 100
Adalnfer 248 9814 070 9837 2590 8534 969 9395
Few.hoy Llame2-13B 5331 100 64.92 100 52.9 100 57.04 100
- Adalnfer 5244 9355 6248 89.10 4835 80.66 5442 87.77

Table 3: Performance and efficiency in classification and rule understanding, with accuracy (%) denoted by ‘Acc’.

Results include few-shot learning with sample sizes of 5, 10, 15, and 20, showcasing the average values.

. Sentiment AG News Avg Rule Understanding
Setting Model
Acct FLOPs] AcctT FLOPs] Acct FLOPs| Acct  FLOPs|

Jeroshor OPFI13B 000 100 010 100 0.05 100 338 100
Adalnfer  0.00 96.87  0.10 100 0.05 9844 3.86 92.52
Fewhoy OPTI3B 9258 100 7283 100 8271 100 5848 100
- Adalnfer 9297 8028 7283 100 8290 90.14 5283 89.74
Jeroho 1ama2-13B 000 100 0.10 100 0.05 100 232 100
CIO-SAOL Adalnfer 000 9743 010 8837 005 9290 6.14 85.76
Fow.po Llama2-13B 9590 100 7753 100 8672 100 €936 100
CW-SHOL Adalnfer 92.65 59.70 7643 87.69 8454 7370 6187 80.61

2%, Natural Language Processing
S5 g Artificial Intelligence

Compared with Baseline Methods
: Top1 Accuracy & FLOPs &7

ACC
: QA, Classificationd|M 40| 1% O|L|Z §X]

1. Early Termination2| 2 1t0f| CHSH 7H57d

E™ EfATO|AM AdalnferZt 7| =0 M58 57t
3. Deeplayer?t T2 Al d&& Mg 78 A 7|

FLOPs
424 0AM 41% 2 H, MMLUOIAM 2%E &
1. EfA3 0|2} FLOPsH|&0| 59% ~ 98% = ChF
2. Input Instatnce0| ICt2f M 2 CHE Early Termination 278

— “Simple” SamplesOf| Lo M2 XS gEst= A0 At =2&

x
FARA 2 % QUCHets FR T 2K
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5. Results

Not all Layers of LLMs are Necessary during Inference

| Settin,

. | Adalnfer w. Rule | Adalnfer w. CRF

Task
| Acct FLOPs| | Acct FLOPs|
Zero-shot | 535 9084 | 477  97.40
MMLU Few-shot | 47.09 84.10 | 5272  97.15
CommonsenseQA | ZeT0shot | 110 9278 | 140 97.28
Few-shot | 5533  79.57 | 6572  96.40
Zero-shot | 24.60  73.17 | 23.10  93.03
SQuAD Few-shot | 43.43 71.19 | 5175  89.94
Sentiment Zero-shot | 0.00 8825 | 0.00 97.27
entiment Few-shot | 91.45 5125 | 9560 73.07
AGN Zero-shot | 0.10  77.82 | 0.10  94.04
ews Few-shot | 69.17 70.65 | 7677  93.08
| Zero-shot | 990 7480 | 343  90.29
Rule Understanding | p. 0 00 5378 7038 | 6582 90.29
Task \ Setting | Llama2-7B |  Adalnfer
| | Acct FLOPs| | Acct FLOPs|
Zeroshot | 4.19 100 | 463  96.13
MMLU Few-shot | 43.05 100 | 4373  93.76
CommonsenscQa | ZET0shot [ 530 100 | 480 9526
Few-shot | 53.50 100 | 53.00 90.46
Zero-shot | 2040 100 | 23.80 89.98
SQuAD Few-shot | 48.08 100 | 4582 87.06
Sentiment Zeroshot | 0.00 100 | 0.00  96.37
Few-shot | 9520 100 | 9530  68.05
Zeroshot | 0.10 100 | 0.10  91.36
AG News Few-shot | 79.65 100 | 79.72  94.51
.| Zero-shot | 5.47 100 | 532 9155
Rule Understanding | 0 0 1 6680 100 | 6692  88.41

Evaluation Different Exit Strategy

1. CRF2} GAPRE 3~50%7tX| HEE &

Evaluation across Scailing Law

Llama2-7B

1. 1%0[2t| Acc =4, 4%~32% H|E BEZ

Llama2-70B
1. NEZEAOAM 7|&E 22 AKX|SHAHLE
2. H 10%~50% B

2%, Natural Language Processing
& Artificial Intelligence

-9 AS SYMAFE, Rule-based?} CRFE AF23H A1t M2
: Rule-based=GAP=0.8Z &A™

o, 455 8K
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5. Results

Not all Layers of LLMs are Necessary during Inference

Table 6: Generalization performance of statistic classi-
fier on sentiment task on Llama2-7B (32 layers), Inter-

Model refers to Llama2-13B (40 layers).

Classifier Generalization @~ Acc Layers Variance FLOPs
W % B 08 as
W e 3 Bn e o
T

2%, Natural Language Processing
& Artificial Intelligence

Generalization Study

- 227 st 9 feature model HZO0| 2 AH
=27|9| Attt 4= HItsH7| 2

1) Intra-Task

ddad 235 ol 28 HOo|HMoR o5& Z2R/R7IZ E7t
2) Inter-Task

X[AZ18F Ef 23 HO[EH M2 =&
3) Inter-Model

Llama2-7BE S HE £2F77|2 Llama2-13B0j|A ZHd2 A TIt

rin
AT
n
N
i

E:l
—Y—

1. SYM EE27|0| A2 QAbtst M0 Csf Ot

2. CRFQ| A< Feature Selectiond|| Cislf M etstX| &S
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6. Conclusion 257 Natural Language Processing

& Artificial Intelligence

Not all Layers of LLMs are Necessary during Inference

Conclusion
1. FEA 2E 20|07} LS| UCt=E TH XA
2. Input Instance0|| 2t HESE =7t0| FTES ZESI0 28d2 FAA|7|= L02|F L0

3. B 14.8% At Xt &, 712 230N ZTH 50%E &4

Ok

4 BRAED O[LIZ M5 HAo| Holas E)

0

Limitation

1. Single Forward pathOf 2|Z, Sequential generative TasksZ2= 28 X
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1.

Introduction

47PLUG: Leveraging Pivot Language in Cross-Lingual Instruction Tuning

Introduction

257 Natural Language Processing
& Artificial Intelligence

Instruction Tuning

- FO{T InstructionOf CH3H X Et ResponseE M d5tE S Tuning

High Resource LangOi|A] O|F0{ &
010 A A| SEL

T 43X 2 Case=2 [HFE H

- Target Lang= &% ITO = THY A

Low Resource lang Problem
- ITO|A 2 Xp A 0{(FOf)0f

- LLMO| Y=3HX| 2

— X

A 43 ol x|2t
- APH 8% HIO[E{0A] 210f 7t Kfglo
OIOfOl A E 443

Aofof A 2 LLMS| @3t &

{ BT HABTRETA?

Respond in Chinese.

a L{ BT BABEER.. 777 ]
&iA

}n
EEMA?

B HAEIT . n
Think in English, then respond in Chinese.

Let me interpret the instruction in
English: What is James Webb
Telescope? So the English response
is: James Webb Telescope is an
infrared space telescope...,...

o) IT (@)
=2 & Z0| IX| HE

n@i BB SIABTHR— MBI ]
o OO M = EX| BS “

Figure 1: When humans struggle to learn a second lan-
guage, they tend to comprehend the instruction and
draft a response in their native language, before finally
responding in the target language. With a similar philos-
ophy, we train LLMs to utilize a high-resource language

as the pivot language when responding to instructions
in the target language.

I%E%*Oﬂ 7| ¢l

(=t

- o d

== 12fotd], M22| OIS HilE I AEdts K| HES B

fjo
=
rQ

Mot
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47PLUG: Leveraging Pivot Language in Cross-Lingual Instruction Tuning

Introduction

[ EIgHT HABREEHA? } n

Think in English, then respond in Chinese.

PLUG (pivot language guided generation )

Let me interpret the instruction in

- ZIEHSHX| B @ 0P 9l =2 Hi
crokAl N B = | English: What is James Webb
- M2 20 st& FEF0 A £t ‘U«} Telescope? So the English response

is: James Webb Telescope is an
infrared space telescope...,...

- Pivot Lang2 Z-879t Instruction Response ‘44 B H an
- SfLfo| HHe I A= X g

ni@i BB TS — MM AT ]
&Kid

Contributions
&r Pivot language= AFE3I0| Low Resource Lang@| Instruction Response & 2F&t2 If2{CHR PLUG 274

¢ Multilingual Instruction Benchmark ! X-AlpacaEval ++=
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2. Methods é;'é Natural Language Processing

~

& Artificial Intelligence

47PLUG: Leveraging Pivot Language in Cross-Lingual Instruction Tuning

Pivot Language Guided Generation

RIFEA AR EIS 5T, Itraction Target | BUEEEAONE, FIPLITR G Persl DiscsBb AR, UK,
- Fo0h: Persil Discspfc 83, §E Response  X[AE (HE) 33F, 6ZR0e AUARSG(ERITERE. AR(IATEPFRI MR
E. F-'ié;:ﬁ:ﬁﬁ ,E;Il_} AFE, 625 z* v Ao T e 1 1 REF DR S B

o T :'i: i-':l'

{Translation! Based on the given information, the wser appears lo be

(Translation:  Write a  review satisfied with the experience of using the proguct "Perstl Discs Laundry

according lo the given information.

: ] Detervgent Pacs, Original Scent, High Efficiency (HE) Compatible, 62

;'_',? Fm.:.!'m.f.‘ FFEH*! {?{"'"L:"‘ !',[”EMT ' Count”. Thelr positive reviews indicate thal they are satisfied with the
elergenl  Facs, LrIging £t Hormance and effectiveness of these laundry detergent pods. )

High Efficiency (HE) Compatible, HEd - ' ? BERE

62 Count. - Sentiment: Positive)

Traditional Instruction Tuning
: Target Lang2 E NS El X|A|E 125l SHI=E &H

. BHo| 7|2 52 H3 L 45 Kot
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47PLUG: Leveraging Pivot Language in Cross-Lingual Instruction Tuning

Pivot Language Guided Generation

Pivol English Instruction: Compose a review based on the given information.

Instruction . Product: Persil Discs laundry detergent, original scent, high-efficiency
mp (HE) compatible, 62 ct. -- Feeling: Positive

English Response: [ recently tried Persil Discs laundry detergent and I must
say, I was thoroughly impressed! The original scent is pleasant and fresh,
BB EN R e E . s Pivot leaving my laundry smelling amazing. What's more, this detergent is HE
- FE L',l: Persil DiscsPhfe sk, [ / Response | compatible, making it a great choice for those with high-efficiency washing
B, FAAE (HE) 3%, 62 ' ' v machines. The 62 ct packaging is also very economical, ensuring that T can
E = ,!ﬁ e xf-LI do multiple loads of laundry without having to rebuy it. Overall, T would
(Translation- Wiite a review highly recommend it to anyone in search of an effective and affordable
according to the given information. RYES: FHETE T Persil Discsibfefiife, IWOATH, T£H
- Product: Persil Discs Laundry Target B 7 iRAHIS | ERGHETRATEA, EIRERBAER H S
&'!e'ax{'n{ _P.r.h'.'.l.'. (J‘.l:ax.'r_w! .3{.:{".'.‘:'. Response i F. HAk. Lkﬁﬁfﬁ'ﬁﬁ&ﬁﬁﬁﬁﬁ (HE) Peactl, %
High Efficiency (HE)} Compatible, L s TR B A AL A AR IR AR S . a2 s th AR

6.2 Count. - Sentiment: Positive)

Braci, #RiREAT LA E R, TM\E FHWE. ST,
Srol R A T S M L SR AR T RN

(Transiation omitted: The Chinese response is generally  consistent
with the English responsze.)

PLUG

t
- ot&El AMA LY 20| 3=l A 0{(Pivot Lang)E 0|83} Instruction Tuning £ &

- Target Lang Instruction(xt) — _ & _—> Target Lang Response (yt)
PLUG EF

o
- 7K ool the20f o8l o P4t 3E BN & xw 319l My 2ojE 50

rains the model to leverage the pivot language as the intermediary in the instruction-following process.

ot
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3. Experiments Settings 5 Natural Langusge Processing

47PLUG: Leveraging Pivot Language in Cross-Lingual Instruction Tuning

(1) Benchmark & Models

1) X-AlpacaEval 2) Truthfulness & Reasoning Benchmarks
: AlpacaEval2 B 9%t X-AlpacaEval 713 AL FE 53 HILE /6, GPT-4E2 S HY O|=F zero-shot
Evaluation
: Chinese, Korean, Italian, Spanish
1. TruthfulQA
. LLM JudgeS AIE5I0] E7
udgeS Atsoro] &7t 2. SVAMP
Foundation Model Train Dataset

- Multilingual: PolyLM-(Instruct)-13B
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& Artificial Intelligence

47PLUG: Leveraging Pivot Language in Cross-Lingual Instruction Tuning

(2) Methods to Compare

57X SR 20 Ciet A3 T (x: Instruction, y: Response, p: pivot lang, t: target lang )
1. Pivot-only training [ D(xp, yp) ]
: QO 2D /S
2. Monolingual Response training [D(xp, yp) U D(xt, yt)]
: Target lang H|O|E{ & 2510 /'d
3. Code Switching [D(xp, yp) U D(xt, yt) U D(xp, yt) U D(xt, yp) |
2 x, yOIl CHSH switch 2 HIO[E{ & =& (P <-> T)
4. Auxlilary translation tasks [D(xp, yp) u D(xt, yt) U D([Ptrans; xp], xt) U D([Ptrans; yp], yt)]
 HA ot
5. PLUG [D(xp, yp) U D(xt, [xp; yp; ytl)]

. Pivot lang2 2 E0| £ target land0i| LSt Response=t&

20 / 21
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47PLUG: Leveraging Pivot Language in Cross-Lingual Instruction Tuning

(1) Open-Ended Instruction

Training Method Cun:lparisunl Chinese Korean Italian Spanish Comparison | zh ko it es
|Win% Loss% A% Win% Loss% A% Win% Loss% A% Win% Loss% A% LLaMA-2-13B
English-Centric Foundation LLM: LLaMA-2-13B ;
PLUG s. Pivot-Onl 709 191 S8 765 127 JEE3EI 676 178 [E0E 640 209 430 PLUG vs. Pivot-Only iy +7.6 SR
vs. Pivot-Only . . . . . . 3 . . b
PLUG vs. Mono. Response 580 252 | 4328 641 199 +442 503 258 4245 530 276 4255 PLUG vs.Mono. Response | #7.7 +1.2 '#8.6 +10.1
PLUG vs. Mono.+ Translation | 53.0 280 4251 627 201 +426 50.1 266 +235 513 256 4257 PolyLM-13B

PLUG vs. Mono.+Code-Switch | 502 316 +186 552 256 +#296 462 309 +153 484 299 4185
Multilingual Foundation LLM: PolyLM-13B

PLUG vs. Pivot-Only +1.2 +34 -8.0 +12
PLUG vs. Mono. Response | +1.6 +4.3 +5.0 +2.2

PLUG vs. Pivot-Only 532 323 (4209 799 111 [SGEEN 657 185 [STE s74 240 (4333

PLUG vs. Mono. Response 455 345 +109 673 184 #4809 593 221 4371 445 307 +13.8 PolyLM-Instruct-13B

PLUG vs. Mono.+ Translation | 47.0 343 4127 673 209 4465 519 275 4245 502 312 +19.0 ,

PLUG vs. Mono.+Code-Switch | 47.0 378 +112 575 251 +324 488 204 +194 458 340 +118 PLUG vs. Pivot-Only 02 +#0.7 -06 +1.1

Multilingual Instruction-Tuned LLM: PolyLM-Instruct-13B PLUG vs. Mono. Response | -3.0 -04 -3.6 0.0

PLUG vs. Pivot-Only 528 319 4209 771 129 [HEEE 620 201 [ #4198 S67 263 +304 . , . ,

PLUG vs. Mono. Response 485 321  +164 645 190 455 542 229 4313 448 321 4127 Table 2: Comparisons in the pivot language (English):

PLUG vs. Mono.+ Translation | 46.8 335 +133 650 21.8 +433 511 290 +22.1 483 326 +I57 Generally, PLUG matches monolingual response and

PLUG ws. Mono.+Code-Switch | 46.1 32.8 +133 578 239 +339 4946 20.8 +19.8 455 3129 +125 pj_vot_only u-ammg in modc]s’ instmctabﬂity in thc_ pivot

Table 1: Pair-wise comparison between PLUG and each baseline on X-AlpacaEval. Here, A indicates the win-loss language. Comparisons with other baselines exhibit sim-

differential, and thus a higher value indicates a larger gap between PLUG and the baseline. ilar trends and are moved to Appendix C.1 for brevity.
Table 1

- 471Q| Target Lang TEH| X 8 SES A &4 AlZ (Monolingual Tuning 2L} 2=

- Low Resource LangOf| A F|Oj'Ht d& &S EQ (KO IT)

Table 2

- Pivot lang(eng)0l Ciot M52 H| WL 21/ 21
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47PLUG: Leveraging Pivot Language in Cross-Lingual Instruction Tuning

(2) Study of Pivot Languages

Pivot Language®f [}£ 45 Hlw

N Chinese | Korean ‘ Italian ‘ Spanish : Ene PolyLM PT Corpus & Ot O| OF2 JIX|D 2 HalAE ol =Ko
English +21.6 = +544 +359 4303 - L2 AOIE Pivot2 2 AFRSIYS [ J7|AS HQl - EXOI0{0f =23t X
Chinese - +36.6 +3.1 -8.7
Korean -42.2 - -394 -42.1
Italian -5.7 +36.5 - +2.9
Spanish +4.1 | +419  +175 - 1. 7P H2 G|0oE 2101¢l ot=010| CHsl 7|Ef CHE A0 E S/HYHO =

o
k=Xo1Xe-K=1 SEALS |
Table 4: PLUG vs. monolingual response training: The AESHRIE T +42% PSS 23

Win-Loss differential (A%) using different languages
as the pivot, tested on PolyLM. 2.

= 7 at st
—

J2{Lt Low resource lang= pivot2 2 A= F42 A&
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47PLUG: Leveraging Pivot Language in Cross-Lingual Instruction Tuning

(3) Data Efficiency of PLUG

+60% 3
- —e— Chinese Korean —— Italian —— Spanish Compared to Monollngual tune
Bé +50%
= : PLUG (2000) vs mono (96,000)
'E +40%
c
2 *
£ +30%;
I * 1. PLUGE M2 HO|HOME £2 2848 =o|H, HojE ¥2 5 F
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(4) Truthfulness & reasoning
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Figure 4: TruthfulQA and SVAMP experiments on
LLaMA-2. TruthfulQA scores are the percentage of
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generations that are both truthful and informative.
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Conclusion
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